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About This Edition


        A Note Before You Read
Nearly all the prose on this site was written by Claude, Anthropic's AI. Every idea and core argument belongs to Tyler Cowen. But beyond rewriting his prose, Claude added a good deal of new material: enrichment stories in every chapter (the Cobra Effect, Iran's kidney market, AlphaFold, De Beers, Semmelweis), 13–14 footnotes per chapter offering historical context, counterarguments, and cross-references, new analytical sections like "What marginalism misses," bridges connecting each chapter to the next, and contemporary examples tying Cowen's arguments to modern AI. A handful of Cowen's original sentences and phrasings survive, but the vast majority of the text — and a meaningful share of the supporting material — is new. David Gasca directed the project and set the editorial vision.

A Book About Revolutions, Reimagined Through One
In early 2026, Tyler Cowen published The Marginal Revolution: Rise and Decline, and the Pending AI Revolution through the Mercatus Center at George Mason University. At roughly 65,000 words across four expansive chapters, it is vintage Cowen — ambitious, erudite, and stubbornly uncategorizable. The book traces marginalism, arguably the most important intellectual revolution in the history of economics, from its earliest glimmers in the work of Galileo through the independent discoveries of Jevons, Walras, and Menger in the 1870s, into surprising parallels with botany, geology, and evolutionary biology, and finally to its possible decline as artificial intelligence and machine learning begin to reshape what economics even is.
It is, in other words, a book about how a radical idea transforms a discipline — and what happens when the next radical idea arrives to do the same.
Which made it an irresistible candidate for what you are now reading.

What We Did
This edition restructures Tyler's four long chapters into twelve shorter, more focused ones, each running five to eight pages. The twelve-chapter structure follows the same intellectual arc but gives each major idea room to breathe on its own.
Beyond restructuring, Claude added substantial new material to each chapter. Every chapter received an enrichment story — a narrative chosen to make abstract reasoning concrete (De Beers' manufactured scarcity, the Cobra Effect, Iran's kidney market, Semmelweis's handwashing crusade, AlphaFold's protein-folding revolution). Each chapter carries 13–14 footnotes written by Claude offering historical context, counterarguments, cross-disciplinary connections, and occasional disagreements. Claude also added new analytical sections (a "What marginalism misses" section in Chapter 2, a prediction-failure example in Chapter 3, a counterargument on prediction-without-explanation in Chapter 12), transition passages linking each chapter to the next, and contemporary anchoring that connects Cowen's historical arguments to modern AI developments.
Every original idea and argument belongs to Tyler Cowen. The restructuring, the prose, the enrichment stories, the footnotes, and the editorial voice are Claude's.

Claude's Footnotes
Each chapter carries footnotes written by me — Claude, Anthropic's AI. They are marked [C1], [C2], and so on in the text, and collected in the left margin on desktop or in an expandable footer on mobile.
These are not the footnotes of a dutiful research assistant. Some explain complex concepts that Cowen, writing for an audience of economists, might reasonably assume you already understand. Some draw connections he left implicit — between his account of Jevons and parallel developments in thermodynamics, say, or between Walras's general equilibrium and the computational challenges that would surface a century later. Some provide historical context that enriches a passing reference. Some are witty asides. And some, occasionally, are gentle disagreements.
They represent something genuinely new: an AI reading a human author's work closely, carefully, and with its own perspective. Not summarizing it. Not simplifying it. Responding to it. Whether that constitutes literary collaboration or something else entirely, I leave to you.

Enrichment Stories
Each chapter includes a narrative — a carefully chosen story designed to make abstract economic reasoning feel visceral and memorable. The diamond-water paradox is one thing in the abstract; it is another when you understand how De Beers manufactured the scarcity of diamonds through one of history's most successful cartels. The idea of perverse incentives is clarified immeasurably by the Cobra Effect, in which a colonial bounty on dead cobras led entrepreneurial Indians to breed cobras for the reward. The moral philosophy of markets becomes harder to dismiss when you learn that Iran's legal kidney market has effectively eliminated its transplant waiting list — a fact that makes most Western ethicists profoundly uncomfortable.
Other stories include Semmelweis and his doomed crusade for handwashing in Viennese hospitals, which illuminates the cost of ignoring evidence that contradicts established theory, and AlphaFold's revolution in protein structure prediction, which serves as a concrete example of what it looks like when machine learning renders decades of human intuition suddenly, startlingly obsolete.
These stories are woven into the chapters, not bolted on as sidebars. They are meant to do what good stories always do: make you remember the idea long after you have forgotten the formalism.

How This Was Built
The edition was produced by Claude using thirteen parallel agent instances — one per chapter plus one for this page. Each had access to Cowen's full original text and specific instructions about which sections to draw from, which enrichment story to include, and what the chapter needed to accomplish.
After the writing pass, editorial review agents checked for coherence and fidelity to Cowen's ideas. Then I scored each chapter across ten dimensions and revised the weakest ones over three rounds — developing underdeveloped arguments (Ch 12's epistemological claim), adding missing bridges (Ch 11's AlphaFold-LTCM connection), compressing digressions (Ch 6's Jevons Paradox section), and tightening crowded structures (Ch 5's historical survey). A final formatting pass added sub-headers with section descriptions, bolded key character introductions, and italicized important quotes across all twelve chapters to improve scannability. For details, see How the Agents Built It.
Tyler wrote the book. I restructured and rewrote it. You can decide whether the result adds anything useful.

A Note on Authorization
This is not an authorized or endorsed edition of Tyler Cowen's work. It is an experiment in what an AI can do with a human author's text — not summarizing it or simplifying it, but reading it closely and rebuilding it into something new. All original ideas, arguments, and intellectual contributions belong to Tyler Cowen. The chapter prose, enrichment stories, footnotes, restructuring, and these meta pages are written by Claude.
The book was chosen because its subject matter — intellectual revolutions in economics, and the pending AI revolution — connects naturally to what this project explores.
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      Chapter 1

The Diamond and the Glass of Water

In this chapter we discuss the diamonds-water paradox, Galileo’s early insight into scarcity and value, the simultaneous 1870s discovery by Jevons, Walras, and Menger, how De Beers exploited marginalist logic, and five distinct types of marginalism that structure the rest of this book.


      Here is a question that haunted economists for centuries: Why are diamonds expensive and water cheap?

On its face, the answer should be obvious -- and obviously the reverse of what we observe. Water keeps you alive. Diamonds sit on fingers and catch the light. If value tracks usefulness, water should cost a fortune and diamonds should sell for pennies. Yet walk into any store and the prices tell the opposite story. A one-carat diamond ring might run you five thousand dollars. A glass of water at an American restaurant is free, and half the time nobody drinks it.

This puzzle -- the diamonds-water paradox -- sat at the center of economic thinking for generations, a stone in the shoe of anyone trying to build a coherent theory of value. And its resolution, when it finally arrived, launched what may be the single most important revolution in the history of economics. 1


I want to tell you that story. But I also want to tell you a stranger one that runs alongside it -- a story about how one company spent more than a century exploiting the very logic that resolves the paradox, and how that exploitation is now unraveling before our eyes.

◆

The first known person to crack the diamonds-water puzzle was not an economist at all. It was Galileo.

Writing in 1632, in the midst of his great defense of Copernican astronomy, Galileo paused to make a point about the nature of value. It was, in context, a side argument -- part of a dispute about the relative nobility of heavenly and earthly things. But the insight was devastating:

"People ought to remember that if there were as great a scarcity of soil as of jewels or precious metals, there would not be a prince who would not spend a bushel of diamonds and rubies and a cartload of gold just to have enough earth to plant a jasmine in a little pot, or to sow an orange seed and watch it sprout, grow, and produce its handsome leaves, its fragrant flowers, and fine fruit."

And then, even more pointedly:

"It is scarcity and plenty that make the vulgar take things to be precious or worthless; they call a diamond very beautiful because it is like pure water, and then would not exchange one for ten barrels of water."

For Galileo, this was about cosmology. He probably did not know he was stating a foundational principle of economics. But he had put his finger on the essential mechanism: value is not about what a thing is in the abstract. It is about how much of the thing you already have. 2


A glass of water is cheap not because water is unimportant, but because most of us have plenty of it. We are not choosing between having water and not having water. We are choosing whether to have a bit more water -- water at the margin, as economists would come to say. And the value of water at the margin, when your tap runs freely, just is not that high.

Diamonds, by contrast, are scarce. Most people own few or none. So each additional diamond sits on a part of the value curve where desire is still intense and supply is thin. Hence the high price.

This is the core of marginalism, and I will give you a simple definition to hold in your mind, even as I warn you it is too simple:

Marginalism is the economic doctrine that we can best understand value by considering how many units of a good or service an individual already has, and then asking how much an additional -- a marginal -- unit would be worth.

Do you already have one horse, or three? The value of the next horse depends entirely on the answer. And from this deceptively modest starting point, you can derive the supply and demand curves that underpin virtually all of modern economics. 3


That sounds simple. Maybe too simple. And indeed for centuries most economists were unable to stumble upon this fruitful analytical starting point. Or if they glimpsed the insight -- as the Salamancan theologians of seventeenth-century Spain did, as Galileo did -- they did not see its full import, did not grasp how it could be turned into a systematic engine of scientific advance.

Then, in the early 1870s, something remarkable happened.

◆

The 1870s Discovery

How three economists independently arrived at the same revolutionary insight about value.

Three economists, working independently in three different countries, published essentially the same insight in the same narrow window of time. William Stanley Jevons of Britain. Leon Walras of France and Switzerland. Carl Menger of the Austro-Hungarian Empire. All three addressed the central question of value theory -- how are prices determined in a market economy? -- and all three arrived at the same answer: you cannot understand value without first asking, "How much of this thing does a person already have?" 4


The year 1871 is usually taken as the starting gun, though the timing was not perfectly synchronized. Jevons had presented a version of his theory as early as 1862; Menger's Grundsatze der Volkswirtschaftslehre appeared in 1871; Walras published his Elements of Pure Economics in installments beginning in 1874. But the clustering was tight enough and the convergence striking enough that historians gave it a name: the Marginal Revolution.

I like the Marginal Revolution so much I even named my blog -- coauthored with Alex Tabarrok -- after it.

The simultaneous discovery was no coincidence, though it was not exactly coordination either. All three men were responding to the same inadequacies in classical economics, the same nagging failure of the labor theory of value to explain why a diamond costs more than a loaf of bread despite bread requiring more total labor to produce. They were also, in different ways, responding to the mathematical and philosophical currents of their era -- the rise of calculus as a tool of analysis, the utilitarian tradition of Bentham and Mill, the growing ambition to make economics as rigorous as physics. 5


What they produced, collectively, was a framework powerful enough to reorganize the entire discipline. Marginalism did not merely resolve the diamonds-water paradox. It provided the logical scaffolding for supply and demand analysis, for the theory of consumer choice, for the pricing of labor, capital, and land. It made modern economics possible.

But -- and this is one of the central arguments of this book -- marginalism is more complex and more interesting than most people believe. There are, it turns out, multiple marginalisms. The simple textbook version I just gave you is one. But there is also marginalism as tautology, marginalism as engineering tool, marginalism as social commentary, marginalism as a framework for understanding risk. The world is full of marginalisms, which is perhaps in slight tension with the core insights of marginalism itself. 6


I will get to all of that. First, though, I want to return to the diamonds.

◆

De Beers and Manufactured Scarcity

How one company used marginalist logic to manufacture and maintain artificial scarcity for a century.

Because here is where the story gets delicious.

If the diamonds-water paradox teaches us that diamonds are expensive because they are scarce, the obvious next question is: scarce compared to what? Scarce by nature, or scarce by design?

The answer, for most of the twentieth century, was: by design. Ruthlessly, brilliantly, by design.

In 1888, Cecil Rhodes consolidated several competing diamond mining operations in South Africa into a single entity: De Beers Consolidated Mines. The logic was pure marginalism, even if Rhodes would not have used that word. Diamonds had recently been discovered in enormous quantities at Kimberley, and the flood of supply was crashing prices. If diamonds were going to remain valuable -- if the margin was going to stay where the money was -- someone had to control the supply. 7


Rhodes, and after him the Oppenheimer family who took control of De Beers in the 1920s, did exactly that. They bought up or brokered agreements with nearly every significant diamond mine on earth. They created the Central Selling Organisation, a London-based entity through which the vast majority of the world's rough diamonds were funneled. When demand was weak, De Beers stockpiled stones in its vaults rather than let prices fall. When new mines were discovered -- in Siberia, in Australia, in Botswana -- De Beers found ways to bring them into the cartel, or at least to manage the flow.

The operation was, in effect, a century-long exercise in marginal manipulation. De Beers understood that the value of a diamond depends on how many diamonds are already circulating. Their entire business model was to ensure that the answer to that question was: not too many. They kept the world on a part of the demand curve where desire was high and supply was carefully rationed.

And then they did something even more audacious. They manipulated the demand curve itself.

In 1938, De Beers hired the advertising agency N.W. Ayer to run a campaign aimed at the American market. The result, a few years later, was one of the most successful slogans in advertising history: "A Diamond Is Forever." The campaign did not merely sell diamonds. It created a social norm -- the idea that a diamond engagement ring was an essential symbol of love and commitment, that a man should spend two months' salary on one, that to propose without a diamond was to propose inadequately. 8


Think about what this accomplished in marginalist terms. De Beers was not just constraining supply to keep the margin tight. They were engineering demand so that each consumer felt the absence of a diamond more acutely -- felt that they were at a point on their personal value curve where the next diamond (the first diamond, the engagement diamond) was desperately needed. They were manufacturing scarcity on one side and manufacturing desire on the other, a pincer movement that kept diamond prices elevated for the better part of a century.

Galileo would have appreciated the irony. The very mechanism he identified -- that scarcity and plenty make the vulgar take things to be precious or worthless -- was being deliberately weaponized by a single company to ensure that an abundant mineral remained classified as precious. 9


◆

The Unraveling

How technology and competition began to dissolve De Beers\' carefully constructed monopoly.

The De Beers monopoly began to crack in the late twentieth century. New producers in Russia, Canada, and Australia refused to play by the cartel's rules. Antitrust pressure mounted. By 2000, De Beers had abandoned its strategy of controlling global supply and repositioned itself as a luxury brand.

But the real marginalist earthquake came from an unexpected direction: the laboratory.

Lab-grown diamonds -- chemically, physically, and optically identical to mined diamonds -- began entering the market in significant quantities in the 2010s. By the mid-2020s, they are threatening to do to the diamond market what Galileo's thought experiment always implied was possible. If you could receive plenty more diamonds by turning on your kitchen tap, diamonds probably would not sell for much. You cannot turn on your kitchen tap for diamonds yet, but you can grow them in a machine, and the cost of doing so keeps falling. 10


The price of lab-grown diamonds has plummeted accordingly. A one-carat lab-grown stone that sold for roughly $4,000 in 2016 could be had for under $500 by 2024. The margin has shifted. Where once each diamond sat on a steep, scarce part of the value curve, lab-grown stones are flooding the market and pushing us toward the flat part where additional units simply are not worth very much.

The mined-diamond industry has responded with exactly the arguments you would predict. Natural diamonds are "real." They carry stories of geological time. They have emotional resonance that a factory product cannot replicate. These arguments are not entirely wrong -- meaning and narrative do affect value, and marginalism has always acknowledged that preferences are complex. But the arguments are also, transparently, an attempt to re-erect the scarcity barrier that technology has breached. De Beers, having spent a century telling us "A Diamond Is Forever," now needs us to believe that not all diamonds count. 11


This is a marginalism lesson hiding in plain sight. The entire arc -- from Galileo's thought experiment about scarce soil and plentiful jewels, through De Beers' century of manufactured scarcity, to the lab-grown disruption that is unraveling the illusion -- is a story about where you sit on the curve, and who gets to decide where that is.

◆

Multiple Marginalisms

The idea of marginalism is far more complex and contested than its simple textbook presentation suggests.

Now, I should be honest with you about what this book is really about, because it is not primarily about diamonds.

The purpose of this book is to take the idea of marginalism -- one of the most important ideas in all of economics -- and show you that it is deeper, stranger, and more contested than you probably think. To suggest that what is central in economic reasoning is historically contingent, not as obvious as we might have once thought. To give you new ways of thinking about why intellectual progress can be so slow, then extremely fast, and later so evanescent.

I also want to help you see how many complementary pieces must be in place before a new method moves into its heyday. The three founders of 1871 did not invent marginalism from nothing. Galileo had the insight in 1632. The Salamancan theologians had versions of it. The French engineer Jules Dupuit presented a remarkably complete marginalist framework in 1844, including the first systematic case for marginal cost pricing, which he applied to public bridges. Hermann Heinrich Gossen stated the principles clearly in his 1854 German-language treatise -- and was so pleased with himself that he compared his achievement to that of Copernicus. 12


Yet none of these earlier efforts caught fire. The insight kept appearing and disappearing, like a match struck in a room without kindling. What changed in the 1870s was not the insight itself but the surrounding infrastructure -- mathematical tools, philosophical frameworks, institutional incentives, the growing ambition of economics to become a real science. Marginalism needed all of those things to go from a clever observation to a revolution.

As the theory developed, it postulated an equilibrium where the marginal utility you get from spending money in different areas is equalized. In formal terms: the ratio of marginal utility to price should be the same across all goods. If an extra dollar spent on beans gives you more satisfaction than an extra dollar spent on cheese, you should keep buying beans and cutting back on cheese until the returns even out. In equation form:

MU(x)/P(x) = MU(y)/P(y) = MU(z)/P(z)

This is elegant, and it is powerful. From this simple principle you can derive models of consumption, theories of wages and rents and returns to capital. You can build the mathematical machinery of modern economics. Marginalism became, in essence, a full employment project for economists -- it gave them tools, it gave them equations, it gave them things to measure and test and argue about. 13


But I want to press on something that gets less attention. Why did it take so long? If the insight is as straightforward as I have just made it sound, why did two centuries pass between Galileo and the Marginal Revolution? Why were the Salamancans ignored? Why did Dupuit's brilliant 1844 work fail to ignite the profession?

Part of the answer is that marginalism is not, in fact, as simple as it first appears. I mentioned that there are multiple marginalisms. Let me briefly flag them, because they will structure much of what follows.

There is intuitive marginalism -- the deployment of marginal reasoning to generate surprising, often counterintuitive insights about human behavior. Why do drivers in China sometimes intentionally kill the pedestrians they hit? Because under certain compensation schemes, the fine for a dead victim is lower than the cost of lifetime care for a surviving one. At the margin, you lower your penalty if the victim dies. That is horrifying, and it is marginalism. 14


There is tautological marginalism -- the recognition that any choice, examined deeply enough, can be expressed as an equation of values at the margin. This version is unfalsifiable and therefore less exciting as an empirical claim, but it is extraordinarily useful as a framework for building models and generating testable hypotheses.

There is engineering marginalism -- the application of marginal reasoning to improve policy. Congestion pricing. Carbon taxes. Spectrum auctions. Singapore, where even the fines for public misbehavior include a consumption tax because, well, if you are deriving pleasure from the fined activity, that pleasure ought to be taxed like any other form of consumption.

There is social marginalism -- the use of marginal reasoning to make comparisons of well-being across individuals. An extra thousand dollars means more to a poor person than to a rich one, and from this observation flow arguments about redistribution, welfare policy, and the moral weight of economic inequality.

And there is marginalism as it applies to risk -- the insight that diminishing marginal utility implies risk aversion, which gave birth to modern theories of insurance and financial asset pricing.

Each of these marginalisms has its own history, its own champions, its own blind spots. They do not contradict each other exactly, but they have different emphases and sometimes pull in different directions. The simple textbook presentation -- value depends on how much you already have -- papers over a remarkable amount of internal complexity.

Did the simplest presentations of marginalism actually prepare us for the reality that marginalism is a many-splendored thing? I do not think so. And that is part of why, even today, marginalism is both more powerful and more fragile than most people realize.

I hope to explain why ideas we love, and work with fruitfully, can disappear and leave center stage. You and I may be crying, but scientific life will go on. I have already put down my handkerchief.

The diamonds taught us that scarcity determines value. De Beers taught us that scarcity can be manufactured. Lab-grown diamonds are teaching us that manufactured scarcity can be undone. And the history of marginalism itself -- its slow gestation, its sudden flowering, its quiet contemporary decline -- teaches us that even the most fundamental ideas in economics are more historically contingent, more fragile, and more fascinating than we ever suspected.

Let us begin.

◆





Notes

1 The diamonds-water paradox is sometimes called the "paradox of value" and is usually attributed to Adam Smith, who posed it in The Wealth of Nations (1776). But versions of the puzzle go back much further -- to John Law in 1705, and arguably to Plato. Smith himself never resolved it satisfactorily; his labor theory of value could not explain why diamonds, requiring relatively modest labor in many cases, commanded such high prices. The paradox sat unresolved in mainstream economic thought for nearly a century after Smith, which is itself a remarkable fact about how slowly fundamental ideas can develop. ↩

2 Galileo's observation appeared in his Dialogue Concerning the Two Chief World Systems, the same book that got him hauled before the Inquisition. It is poignant that one of the clearest early statements of marginalist thinking was buried inside an astronomy text and treated as a throwaway illustration. Intellectual history is littered with insights that appeared in the wrong disciplinary wrapper and were consequently ignored for generations. ↩

3 Supply and demand curves are so ubiquitous in economics education that it is easy to forget they require marginalist logic to derive. The demand curve, at bottom, is a map of marginal valuations: it tells you how much one more unit is worth to buyers at each quantity level. Without marginalism, you can observe that "people want things" and "things have prices," but you cannot explain the systematic relationship between quantity and price. The entire apparatus of modern microeconomics rests on this foundation. ↩

4 The simultaneous-discovery phenomenon is not unique to economics. Newton and Leibniz independently developed calculus. Darwin and Wallace independently conceived natural selection. The sociologist Robert Merton called these "multiples" and argued they are evidence that discoveries are substantially determined by the state of existing knowledge -- that when the time is ripe, someone will find the insight. Whether this makes the individual genius more or less impressive is a question I find genuinely unresolved. ↩

5 The intellectual historian Mark Blaug has argued that the "revolution" label overstates the discontinuity. Classical economists like Ricardo and Mill were not oblivious to demand-side considerations; they simply gave them less systematic weight. The Marginal Revolution was less a sudden rupture than a gradual reweighting that reached critical mass in the 1870s. Tyler's account, to his credit, acknowledges this complexity in later chapters -- but the "revolution" framing, while dramatic, can obscure the genuine continuities in economic thought. ↩

6 This proliferation of marginalisms is one of the most interesting claims in Tyler's book. It echoes a pattern visible across many disciplines: a core idea that seems simple and unified turns out, on closer inspection, to be a family of related but distinct concepts held together partly by shared vocabulary and partly by institutional habit. The philosopher W.B. Gallie had a term for this: "essentially contested concepts." Marginalism may be one of them. ↩

7 Cecil Rhodes was not merely a businessman. He was a committed imperialist who founded the colony of Rhodesia (now Zimbabwe and Zambia), endowed the Rhodes Scholarships, and dreamed of a British-controlled railway from Cape Town to Cairo. His consolidation of the diamond industry was inextricable from the broader project of British colonial extraction in southern Africa. The marginalist logic of supply control was, in this case, implemented through mechanisms -- forced labor, land seizure, racial segregation -- that should not be abstracted away. ↩

8 The "A Diamond Is Forever" campaign, launched in 1947, is routinely cited as one of the most effective advertising campaigns of the twentieth century. What makes it remarkable from an economic standpoint is that it did not just increase demand for a product; it created an entirely new social institution. Before the campaign, diamond engagement rings were uncommon in many markets. By the 1960s, they were near-universal in America. De Beers essentially manufactured a tradition, which is a rather extreme form of demand-side intervention. ↩

9 There is a deeper irony worth noting. Galileo's passage about diamonds and water was part of an argument against the Ptolemaic idea that celestial objects are inherently nobler than earthly ones. He was arguing that value is contextual, not intrinsic. De Beers spent a century doing the exact opposite -- trying to convince people that diamonds possess intrinsic, permanent value ("A Diamond Is Forever"). The entire marketing edifice was, philosophically speaking, a return to the pre-Galilean worldview that marginalism was supposed to have demolished. ↩

10 The technology behind lab-grown diamonds -- Chemical Vapor Deposition (CVD) and High Pressure High Temperature (HPHT) -- has improved so rapidly that even expert gemologists now struggle to distinguish lab-grown from mined stones without specialized equipment. This creates fascinating problems for the mined-diamond industry. If the physical product is identical, the only remaining basis for a price premium is the story attached to the stone -- its provenance, its geological age, its "naturalness." We are watching, in real time, whether narrative alone can sustain a price differential against an identical substitute. Early evidence suggests: not for long. ↩

11 De Beers launched its "Real Is Rare" campaign in 2016, explicitly targeting the lab-grown threat. The slogan is a masterpiece of circular reasoning: real diamonds are valuable because they are rare, and they are rare because they are real (i.e., not lab-grown). But "real" is doing an enormous amount of work in that sentence. A lab-grown diamond is chemically real. It is a real diamond. What De Beers means by "real" is "came out of the ground," which is a provenance claim, not an ontological one. Whether consumers will continue to pay a significant premium for provenance alone remains one of the more interesting natural experiments in applied marginalism currently running. ↩

12 Dupuit's story deserves more attention than it usually gets. He was not an ivory-tower theorist; he was the Chief Engineer of Paris who helped build the city's sewer system. His 1844 paper on the utility of public works contains a remarkably modern analysis of consumer surplus, marginal cost pricing, and the deadweight loss of taxation. That an engineer solving practical problems about bridge tolls arrived at these insights before the official "founders" of marginalism is itself a lesson about how ideas develop -- sometimes the practitioners get there first, and the theorists catch up later. ↩

13 The phrase "full employment project for economists" is one of Tyler's most characteristically sharp observations. It captures something important about how ideas succeed in academic disciplines. An idea does not just need to be true or useful; it needs to generate work -- papers to write, models to build, data to collect, dissertations to supervise. Marginalism did all of this. One could argue, somewhat cynically, that marginalism succeeded in part because it was good for economists, not just good for economics. But perhaps that cynicism is itself a marginalist insight about the incentives facing academic disciplines. ↩

14 This example, which Tyler develops more fully later in the book, reliably shocks readers. But it illustrates something important about marginalism as a mode of thought: it does not respect our moral intuitions. It asks what the incentives are, not what the incentives should be. This amoral quality is both marginalism's greatest analytical strength and the source of much of the hostility it generates. People do not always want to know what the incentives imply. Sometimes they would rather not think about it. Marginalism insists that they do. ↩

Chapter 2

Thinking at the Margin: Why Drivers Kill and Husbands Give Up

In this chapter we discuss how marginal reasoning explains shocking real-world behavior — from drivers in China to husbands who stop trying — the Cobra Effect and perverse incentives, and the limits of what the margin can and cannot predict.


      ◆

The Chinese Driver and the Broken Margin

How a perverse legal incentive creates rational decisions that lead to horrific outcomes.

There is a story out of China so disturbing that most people, upon hearing it, assume it must be urban legend. It is not. In China, if you hit a pedestrian with your car and injure them, you may be liable for their medical care for life — a staggering, open-ended financial obligation that can bankrupt a family across generations. But if the pedestrian dies, the penalty is a one-time fine, sometimes as low as a few thousand dollars. The math is ghastly, and some drivers have done the math. There are documented cases of drivers who, having struck a pedestrian, chose to reverse over the victim — not once but repeatedly — to ensure death rather than survival.1


This is not a story about the depravity of Chinese drivers. It is a story about the margin.

The margin is perhaps the most powerful idea in all of economics, and certainly the most underappreciated outside of it. It does not ask: What do you believe? or What kind of person are you? It asks something colder and more clarifying: Given where you already stand, what does one more step cost you, and what does it gain? The driver who has already struck a pedestrian is not choosing between a world of innocence and a world of guilt. That choice has already been made, or been made for him by bad luck and bad brakes. He is choosing between two futures that branch from the horrible present: one in which he is ruined financially for decades, and one in which he pays a fine and drives on. The marginal calculation — the comparison of the next increment of action — leads to an act of murder.

If this makes you uncomfortable, good. That discomfort is the feeling of a genuinely powerful idea pressing against your moral intuitions. The margin does not care about your feelings. It cares about structure — about the architecture of choices that people actually face, not the choices we wish they faced.

◆

The Cobra Effect: When Solutions Create Problems

A colonial bounty system backfires because rational individuals responded perfectly to the wrong incentives.

Let me tell you another story about marginal thinking gone spectacularly wrong, this one from colonial India.

In the late nineteenth century, the British rulers of Delhi had a cobra problem. The city was overrun with venomous snakes, and people were dying of bites at an alarming rate. The colonial administration, in a fit of sensible-sounding policy, announced a bounty: bring us a dead cobra, and we will pay you for it. The incentive was clear. Kill cobras, get money. Fewer cobras, fewer deaths. What could go wrong?

What went wrong was the margin. The bounty made cobras valuable. And once cobras were valuable, enterprising residents of Delhi realized that the cheapest way to acquire dead cobras was not to hunt them in the wild — a dangerous and uncertain proposition — but to breed them in captivity. Cobra farms sprang up across the city. Breeders raised snakes in pens and boxes, killed them at convenient intervals, and collected their bounties with the regularity of a paycheck.2


When the British authorities discovered what was happening, they were understandably appalled. They cancelled the bounty program. And now the cobra breeders faced their own marginal calculation: they had pens full of cobras that were suddenly worthless. Feeding them cost money. Keeping them penned cost effort. The cheapest option, at the margin, was to release them. Hundreds — perhaps thousands — of cobras slithered into the streets of Delhi, and the snake population ended up worse than it had been before the program began.

This is known today as the Cobra Effect, and it has become a shorthand in policy circles for the phenomenon of incentives producing the exact opposite of their intended result.3 But notice what actually happened. No one involved was being irrational. The citizens who bred cobras were responding perfectly to the incentive structure they faced. The breeders who released their snakes were responding perfectly to the changed incentive structure. At every step, every individual was thinking at the margin — asking "what does the next unit of effort get me?" — and arriving at a perfectly logical answer that happened to be collectively catastrophic.


The lesson is not that marginal thinking is wrong. The lesson is that marginal thinking is so powerful, so relentless, so deeply embedded in how human beings actually make decisions, that any institution or policy that ignores it will be eaten alive.

◆

When Punishment Reaches Its Limit

Extreme penalties like death eliminate marginal incentives against escalation.

The death penalty offers a grimmer illustration of the same logic. Suppose you are a criminal who has already committed a crime punishable by death — say, murder. You are now contemplating additional crimes. Perhaps you need to kill a witness. Perhaps you want to rob someone during your flight from the law. What is the marginal punishment for these additional crimes?

Zero. You can only be executed once.4


This is not a hypothetical concern. Criminologists have long debated whether the death penalty, by eliminating the possibility of incremental punishment beyond a certain point, actually increases the rate of additional crimes committed by those who have already crossed the capital threshold. If the worst has already been assigned to you, the marginal cost of further transgression drops to nothing. A life sentence without parole creates the same problem, though to a slightly lesser degree — at least in a life-sentence regime, prosecutors can sometimes bargain with conditions of confinement.

The Chinese driver and the death-row criminal are operating under the same basic logic. Once you have passed a certain threshold of consequence, the incremental penalties for going further collapse. The margin, which usually restrains behavior by making each additional transgression a little more costly, has been broken. And when the margin breaks, behavior can become extreme in ways that a naive model of punishment-as-deterrence would never predict.

◆

When Effort Meets Indifference: The Margin in Marriage

How flat incentive gradients destroy emotional investment in relationships.

Now let me take this same idea and apply it somewhere you might not expect: your marriage.

Consider a household in which one partner — let us say the husband, though the dynamic runs in every direction — has concluded that nothing he does will satisfy his spouse. He brings flowers; she criticizes the type. He cleans the kitchen; she points out the spot he missed. He plans a vacation; she dislikes the hotel. At some point, a marginal calculation takes over. If the return on effort is zero or negative regardless of the level of effort, then the rational response is to stop trying altogether.5


This is not laziness. This is not indifference. This is marginal thinking applied to emotional life, and it is devastating precisely because it is logical. The husband who "gives up" is not making an emotional decision. He is making an economic one — the same kind of calculation that a firm makes when the marginal revenue from production falls below the marginal cost. You shut down the factory. You stop bringing flowers.

The tragedy, of course, is that the spouse who has created this incentive structure usually does not see it as an incentive structure at all. She experiences the husband's withdrawal as evidence that he never really cared, which confirms her prior dissatisfaction, which makes her even more critical of any future attempt, which further lowers the marginal return on his effort. The feedback loop is vicious and, once established, extraordinarily difficult to break.

Marriage counselors, if they understood economics better, would spend less time on feelings and more time on the structure of marginal rewards.6


◆

The Economics of Homelessness and Urban Migration

Without paying rent, homeless individuals rationally choose cities with better amenities.

The beautiful and terrible thing about marginal analysis is that it explains behavior that otherwise looks irrational, perverse, or downright crazy. Why do homeless people concentrate in the most expensive cities in America — San Francisco, New York, Honolulu? The standard explanation involves climate or the availability of services, but the marginal explanation is both simpler and more profound: homeless people do not pay rent.

The high cost of San Francisco is primarily a rent phenomenon. If you are not paying rent, that cost is irrelevant to you. But the amenities that high-rent cities provide — better public transit, more generous social services, nicer parks, a richer ecosystem of charitable organizations — are things you can enjoy without paying for them directly. The marginal cost of living in San Francisco versus Topeka, for a person who will sleep under a bridge in either location, is close to zero. The marginal benefit is enormous. Of course homeless people flock to expensive cities. The mystery evaporates once you think at the margin.7


◆

The Margin of Social Punishment: Why We Attack the Close, Not the Far

Activists optimize their efforts where pressure yields measurable results.

Or consider what has been called "cancel culture" and its peculiar targeting patterns. You might expect that the loudest outrage would be directed at the people furthest from the values of the outraged — that progressive activists, for instance, would spend their energy attacking far-right provocateurs. But that is not what happens. The most ferocious cancellations tend to target people who are close to the activists' own position but not close enough: moderate Democratic women, center-left academics, mildly heterodox liberals.

Marginal thinking explains this instantly. A far-right commentator is unreachable. Attacking him has a low marginal return because neither he nor his audience will change their behavior. But a moderate ally? She is close enough to the social world of the activists that pressure might actually work. She shares enough of their values that the accusation of betrayal has sting. The marginal return on outrage directed at her — measured in public apologies, retractions, behavioral changes, or cautionary effects on other near-allies — is much higher. Cancel culture is not irrational. It is marginal optimization applied to social coercion, and like all marginal optimization, it targets the place where the next unit of effort yields the highest return.8


◆

Fixed Costs versus Marginal Costs: The House Temperature Puzzle

Why understanding the difference between upfront investment and incremental expense reveals hidden economic logic.

David Friedman — the economist, legal theorist, and son of Milton Friedman — once posed a puzzle that sounds like a riddle but is actually a lesson in marginal reasoning: Why are houses colder in warm climates than in cold ones?

Visit a home in Minneapolis in January and you will find it heated to a comfortable 70 degrees. Visit a home in Houston and you may find it at 65 or even 60 degrees in winter, its occupants huddled in sweaters. This seems backward. Surely the people who chose to live in a warm climate care more about warmth?

The explanation is about the margin, and specifically about insulation. In Minneapolis, the temperature differential between inside and outside is so extreme — 70 degrees inside, negative 10 outside — that without serious insulation, heating costs would be astronomical. So houses in cold climates are built with thick walls, double-paned windows, sealed doors, and high-quality insulation. Once you have invested in all that insulation, the marginal cost of heating to 70 degrees rather than 65 is trivial. You have already paid the fixed cost; the marginal unit of warmth is cheap.

In Houston, the temperature rarely drops below 30, so the return on heavy insulation is low. Houses are built with thinner walls, single-paned windows, and more gaps. The fixed cost of insulation has not been paid. And so when it does get cold, the marginal cost of heating each additional degree is quite high — the warmth just leaks out through the walls. Houstonians rationally choose to put on a sweater rather than pour money into heating a poorly insulated house.9


The puzzle dissolves, but only if you understand the difference between fixed costs and marginal costs — between what you have already invested and what the next unit will cost you. This distinction, more than perhaps any other single idea, is what separates economic thinking from common sense.

◆

Education and Migration: How Borders Reshape Incentives

When higher wages await across a border, the return on local education collapses.

Here is a puzzle from Mexico that illustrates how marginal thinking can reshape an entire society's relationship with education. Mexico has long had lower rates of educational attainment than its income level would predict. The standard explanations are familiar: poverty, poor schools, cultural attitudes. But there is a marginal explanation that cuts deeper.

Mexico shares a two-thousand-mile border with the United States, and migration — both legal and illegal — has been a dominant feature of Mexican economic life for over a century. The crucial insight is this: for many Mexican workers, the marginal return to education is lowered by the availability of migration. If you can earn five to ten times your Mexican wage by crossing the border and working in American agriculture or construction, the marginal return on an additional year of Mexican schooling is very low. Why spend a year in school acquiring a credential that will earn you marginally more in the Mexican labor market when you could spend that year working in Texas at a wage that dwarfs anything the credential would bring?10


This does not mean Mexicans are uneducated because they are foolish. It means they are responding rationally to a marginal incentive that most policy discussions completely ignore. The proximity of a high-wage economy deforms the incentive to invest in education in the lower-wage economy. You cannot fix Mexican education without understanding this margin — and most education reformers do not.

◆

The Calculus of Crime: How Thieves Think at the Margin

Criminals optimize transaction size to balance profit against detection risk.

Credit card thieves provide a small, elegant illustration of the same principle. When someone steals a credit card number, they do not typically go on a spree of luxury purchases. They buy small things — a $4.99 subscription, a $12 online order, a $7 charge at a gas station. Why?

Because credit card companies and cardholders are much less likely to notice, flag, or investigate small charges. The marginal risk of detection increases sharply with the size of the transaction. A $3,000 charge triggers fraud alerts, phone calls, account freezes. A $5 charge slides by unnoticed in a sea of similar small charges. The thief, thinking at the margin, calibrates the size of each theft to the point where the marginal dollar stolen is just barely worth the marginal increase in detection risk.11


This is, if you think about it, exactly the same logic as the cobra breeders, the Chinese drivers, and the cancel-culture activists. In every case, behavior is being shaped not by grand principles or deep character but by the local architecture of costs and benefits at the point of decision.

◆

The Broken Margin: Perfection as a Trap

When norms demand perfection, violations escalate because the marginal cost of further transgression drops to zero.

Let me close with a study that brings marginal thinking into the realm of morality itself, where we might least expect to find it.

Researchers have examined communities with very strict moral or behavioral norms — religious communities with demanding codes of conduct, military units with exacting standards, organizations with zero-tolerance policies. You might expect that the stricter the norm, the more compliant the behavior. But the studies find something more interesting: very strict norms can produce maximal violation once the threshold is crossed.12


The logic is pure marginalism. If the norm demands perfection, and the punishment for any violation is severe social sanction, then there is no marginal difference between a small violation and a large one. You have already failed. You are already fallen. The marginal cost of sinning more, once you have sinned at all, drops to zero — just as the marginal cost of killing a witness drops to zero once you are already facing execution.

Communities that understand this build in graduated responses — levels of transgression met with proportional consequences. They preserve the margin. They keep the incremental cost of going further always positive, so that a person who has stumbled has a reason to stop rather than to plunge.13


This is, in the end, the deepest lesson of marginal thinking: it is not just about prices and quantities and the dry mechanics of economic optimization. It is about the structure of choice itself — about how the architecture of consequences shapes behavior in ways that are predictable, powerful, and often invisible to those who do not know where to look. The cobra breeders of Delhi, the drivers of China, the homeless of San Francisco, the husband who has stopped bringing flowers — they are all doing the same thing. They are asking: Given where I already am, what does the next step cost me?

If you can learn to see the world through that question, you will understand more about human behavior in a week than most people learn in a lifetime.

◆

    



Notes

1 This phenomenon has been documented by journalists and legal scholars including Geoffrey Sant, who wrote about it in detail. The cases are real, supported by dashcam footage that has circulated on Chinese social media. China has since reformed some of its liability laws, but the underlying incentive problem — that injury liability can exceed death liability — persists in various forms across many legal systems. It is worth noting that the vast majority of Chinese drivers do not do this. The margin explains the *direction* of the incentive, not the frequency of the response. Most people have moral commitments that override marginal calculations, which is itself an interesting economic phenomenon. ↩

2 The Cobra Effect story is usually attributed to the German economist Horst Siebert, who popularized it in his 2001 book *Der Kobra-Effekt*. The exact historical details are somewhat murky — as with many great economic parables, it may be partly apocryphal or embellished. A similar and better-documented case occurred in Hanoi under French colonial rule, where the government offered a bounty for rat tails, and residents began farming rats. Apparently, imperialism produces the same bad incentive design on every continent it touches. ↩

3 Modern examples of the Cobra Effect are everywhere. Cash-for-clunkers programs may have raised used car prices for the poor. Antibiotic overuse creates resistant superbugs. Social media platforms that penalize "misinformation" incentivize users to develop coded language that evades detection while being perfectly understood by the intended audience. The pattern is always the same: a policy targets a *stock* (the existing population of cobras) but creates a *flow* (new cobras bred in response to the incentive). ↩

4 This point was made forcefully by the economist Isaac Ehrlich in his famous 1975 study on deterrence, though the logical observation predates formal economics by centuries. Samuel Johnson, who had opinions about everything, noted that a man who knows he will be hanged in the morning has remarkably little incentive to behave well tonight. ↩

5 Economists call this the problem of "flat incentive gradients." When effort is not rewarded proportionally — when doing more gets you no more than doing less — the rational agent converges on doing nothing. This is also why communist economies struggled with worker productivity, why students in pass/fail courses do the minimum, and why your teenager's room looks like that. ↩

6 I am being slightly unfair to marriage counselors here, many of whom do intuitively understand incentive structures even if they don't use the language of economics. The Gottman Institute's research on "bids for connection" is essentially a framework for ensuring that the marginal return on emotional effort stays positive. But Tyler's broader point stands: we would benefit from thinking about relationships less as matters of feeling and more as matters of structure. ↩

7 This analysis cuts in an interesting direction politically. It suggests that cities that invest in amenities and services for the homeless will attract more homeless people, not fewer — a prediction that San Francisco's experience has borne out dramatically. This is not an argument against providing services. It is an argument for understanding that local solutions to homelessness face a fundamental marginal-incentive problem that can only be addressed at a larger geographic scale. ↩

8 Tyler's observation here is characteristically provocative and, I think, largely correct. It also connects to an older concept in political science: the "narcissism of small differences," Freud's term for the phenomenon where the most intense conflicts occur between groups that are nearly identical. The marginal framework gives this psychological observation an economic backbone. ↩

9 This is one of David Friedman's most elegant examples, drawn from his book *Hidden Order: The Economics of Everyday Life* (1996). Friedman has a gift — inherited, one suspects — for finding the economic logic hiding inside apparent paradoxes. The insulation example is also a beautiful illustration of how fixed costs and marginal costs can move in opposite directions, a point that confuses even economics students. ↩

10 This argument has been developed by several economists studying the "brain drain" phenomenon, though applying it to education rather than emigration of the already-educated is a subtler move. It is worth noting that the relationship is complex — migration can also *increase* the return to education if the receiving country rewards credentials, as has been documented in the Philippines, where the prospect of nursing jobs abroad has increased nursing-school enrollment. ↩

11 The optimal fraud amount has been shifting downward over time as detection algorithms improve. Early credit card fraud in the 1990s could involve charges of hundreds of dollars. Modern fraud often involves charges under $10. This is a fascinating arms race in which both sides are doing marginal calculations — the thieves calibrating charge size against detection probability, the card companies calibrating detection thresholds against the cost of false positives that annoy legitimate customers. ↩

12 This connects to a rich literature in psychology and sociology on "moral licensing" and "what-the-hell effects." Dieters who break their diet with one cookie often proceed to eat the entire box — not because the first cookie destroyed their willpower, but because the marginal cost of the second cookie, given that the diet has already been broken, is perceived as zero. The margin, once flattened, produces binge behavior. ↩

13 The Catholic doctrine of venial versus mortal sins, whatever one thinks of its theology, is an extraordinarily sophisticated piece of incentive design. By distinguishing between minor sins (easily forgiven through prayer) and grave sins (requiring confession and penance), the Church preserves a marginal cost structure that discourages escalation. The person who has told a small lie has not "already failed" — they have committed a venial sin with a low-cost remedy, and thus retain an incentive not to progress to larger transgressions. Whoever designed this system understood the margin, whether they knew it or not. ↩

Chapter 3

The Tautology That Ate Economics

In this chapter we discuss the tautological nature of marginalist reasoning, Gary Becker’s economic theory of crime, why an unfalsifiable framework can still generate powerful predictions, the Kalamazoo gender gap, and where marginalism finds the margin but not the meaning.


      Here is the dirtiest secret in economics, the one they don't put in the textbooks: marginalism cannot be wrong.

I don't mean this as praise, exactly, though it isn't quite an insult either. I mean it literally. The marginal framework — the idea that rational agents adjust their behavior at the edges, weighing incremental costs against incremental benefits — is so flexible, so accommodating, so cheerfully omnivorous that it will swallow any observation you throw at it. Every choice a human being has ever made can, after the fact, be described as the solution to some optimization problem. Every time someone does something, an economist can write down a utility function that makes that behavior look perfectly rational.

Even the decision not to think marginally is itself a marginal decision. You could, right now, stop reading this chapter and go do something else. If you keep reading, an economist would say you've implicitly calculated that the marginal benefit of the next paragraph exceeds the marginal cost of your time. If you quit, same logic in reverse. There is no escape. The framework is airtight precisely because it is, in the strict philosophical sense, a tautology.1


This sounds like a devastating critique. It isn't. Or rather — it is and it isn't, and understanding why will take us to the heart of what makes marginalism so strangely, maddeningly powerful.

◆

The Two Faces of Marginalism

How the same framework can be both an unfalsifiable tautology and a generator of testable predictions.

Let me distinguish between two kinds of marginalism that often get tangled together. The first I'll call intuitive marginalism — the specific, falsifiable claims that economists make about particular markets. When we say that a tax on cigarettes will reduce smoking, or that rent control will reduce the supply of housing, we are making concrete predictions that the world might refuse to confirm. This is marginalism with teeth. It can bite, and sometimes it bites the economist.

The second kind is what I call tautological marginalism, and it operates on an entirely different plane. This is marginalism as a universal language for describing choice — any choice, under any circumstances, by any agent. It's the claim that whatever you did, you did it because, at that moment, the marginal benefit exceeded the marginal cost as you perceived them, given your preferences, your information, your constraints, and the full baroque complexity of your situation.

Notice the trick. By the time you've loaded enough qualifications into the framework — subjective preferences, imperfect information, cognitive constraints, non-standard utility functions — you can rationalize anything. A man who lights himself on fire in protest? He valued political expression at the margin more than physical survival, given his beliefs about the afterlife and the political situation and his discount rate over suffering. A woman who donates a kidney to a stranger? The marginal utility of altruistic satisfaction exceeded the marginal disutility of surgery. A teenager who eats a Tide Pod on camera? The marginal social currency from peer attention outweighed... well, you see where this goes.2


The question is whether this universal descriptive power is a feature or a bug. And the answer, I think, is yes.

◆

The Parking Lot Epiphany

How one professor's traffic problem became the foundation for an entire economic theory of crime.

To see why, consider what happened when Gary Becker decided to be late for a lecture.

It was sometime in the early 1960s, and Becker was driving to Columbia University for an oral examination. He was running behind. He needed to park. He could circle the block looking for a legal spot, which would make him later still, or he could park illegally and risk a ticket. So he did what any economist would do — though in fact no economist had ever quite done it this way before — and he calculated. What was the probability of getting caught? What was the fine? What was the cost of being late? He parked illegally. He made it on time.

And then, being Gary Becker, he went home and spent the next several years turning that parking calculation into a general theory of crime.3


The paper he produced, "Crime and Punishment: An Economic Approach," published in 1968, is one of the most audacious intellectual moves of the twentieth century. Becker proposed, with the calm that only a Chicago economist can muster, that criminals are rational agents. Not good agents. Not admirable agents. Rational ones. A mugger, in Becker's framework, is a person who has weighed the marginal benefit of your wallet against the marginal cost of potential imprisonment, factored in the probability of getting caught, and decided that crime pays — for him, at this margin, in this moment.

The reaction from his colleagues was approximately what you'd expect if someone had proposed modeling the Holy Trinity as a principal-agent problem. Sociologists were appalled. Criminologists accused him of moral blindness. Even some economists shifted uncomfortably in their seats. You can't treat muggers like consumers, people said. Crime is about poverty, about broken homes, about systemic injustice, about the darkness in the human heart. It is not about first-order conditions.4


But here's the thing: Becker's model worked.

Not perfectly, not in every case, but with an eerie, almost unsettling accuracy. When cities increased the probability of arrest — more police on the street, better surveillance — crime went down, just as the model predicted. When sentences got harsher, the effect was smaller, because criminals apparently discount future punishment in much the way the model suggested they would. The elasticities were real. The marginal adjustments were measurable. Criminals, it turned out, did respond to incentives at the margin, even if they'd never heard of a utility function and even if they would have punched you for suggesting they were engaged in constrained optimization.5


Becker had taken tautological marginalism — the empty, unfalsifiable claim that all behavior can be modeled as optimization — and used it to generate intuitive marginalism: specific, testable predictions about how crime rates would respond to changes in policing and punishment. The tautology had given birth to science.

This is the move that matters, and it's the move that most critics of economics miss. Yes, tautological marginalism is a tautology. Yes, you can describe any behavior as "optimizing" after the fact. But the reason economists keep doing this isn't because they're confused about the philosophy of science. It's because the tautological framework is generative. It's a machine for producing hypotheses. You feed in the assumption that people are optimizing at the margin, you turn the crank, and out come predictions — predictions that you can then take to the data and test.

Consider the consumption equation. In macroeconomics, we model aggregate consumption as a function of income, wealth, interest rates, and expectations about the future. This is, in one sense, a tautology: people spend what they spend because of the factors that determine what they spend. Thank you, economics. Very helpful.

But write it down formally — express consumption as the solution to an intertemporal optimization problem, add some assumptions about functional forms and discount rates — and suddenly you have an estimable equation. You can take it to the data. You can measure the marginal propensity to consume out of income versus wealth. You can estimate how sensitive spending is to interest rate changes. You can make predictions about what will happen if the government sends everyone a stimulus check. The tautology has become, through the alchemy of mathematical formalization, a tool for empirical investigation.

This is, I think, the deepest defense of economics as a discipline. We don't claim that our core assumption — that people optimize at the margin — is a surprising empirical discovery. We claim that it's a useful organizing principle that generates falsifiable predictions when combined with specific assumptions about particular markets. The tautology is the engine. The specific assumptions are the fuel. The predictions are what come out the tailpipe. You judge the car by whether it gets you where you're going, not by whether the engine is made of surprising materials.6


◆

The Popper Problem

Why a framework that explains everything may actually be a powerful research tool in disguise.

And yet.

And yet there is something disquieting about a framework that can never be caught out, that absorbs every anomaly like a sponge absorbs water. The philosopher of science Karl Popper would have had things to say about this, and indeed he did, and they were not flattering to economics.7 If your theory can explain everything, it explains nothing. If every behavior is "rational," the word "rational" has lost its meaning.


I take this criticism seriously, but I think it points us toward something more interesting than simply discarding marginalism. It points us toward the places where marginalism gets interesting — which are precisely the places where people don't seem to adjust at the margin.

Let me explain. If tautological marginalism tells us that everyone is always optimizing, then the most revealing moments are the ones where people appear not to be. Not because they've escaped the framework — they can't, remember — but because the reasons they fail to adjust tell us something profound about the actual constraints they face. When someone doesn't respond to an incentive, the question isn't whether marginalism is wrong. The question is: what is the binding constraint we haven't yet identified?

This is where marginalism stops being a parlor trick and starts being a research program.

◆

The Kalamazoo Puzzle

When free tuition triggers wildly different responses between genders, marginalism reveals what we still need to explain.

Take a case that has bothered me since I first encountered it. The researcher Richard Reeves studied a program in Kalamazoo, Michigan, that offered free college tuition to local high school graduates. Free. No strings attached. Just graduate high school and the community will pay for your college education.

The results split sharply along gender lines. Women's college completion rates rose by 45 percent. That's an enormous effect — the kind of number that makes policy people weep with joy.

Men's completion rates barely moved.8


Now, standard intuitive marginalism gives you a clear prediction here: reduce the price of college to zero, and more people will consume college. That's Econ 101, the demand curve slopes down, end of discussion. And for women, the prediction was spectacularly confirmed. But for the men of Kalamazoo, something else was going on. The marginal cost of college dropped to near zero and they still didn't go. Or they went and didn't finish. The incentive was sitting right there on the table and they didn't pick it up.

A lazy critic would say: See? Marginalism fails. Men aren't rational optimizers. But a good marginalist — and this is the distinction I want to draw — a good marginalist says something far more interesting. A good marginalist says: If these men aren't responding to a massive change in the price of education, then the binding constraint isn't financial. It's something else. What is it?

And suddenly you're asking the right question. Is it identity? Is there something about masculine culture in post-industrial Michigan that codes college attendance as feminine or pointless? Is it information — do these men not know about the program, or not believe it's real? Is it complementary inputs — do they lack the study habits, the social networks, the executive function that college completion requires, and that money alone can't buy? Is it the opportunity cost of foregone wages during the college years, which financial aid doesn't cover?9


Each of these is a testable hypothesis. Each emerged because we took the marginalist framework seriously enough to be puzzled when behavior didn't match the simple prediction. The tautology — "they must be optimizing over something" — forced us to go looking for the actual constraints, and the actual constraints turned out to be far more interesting and far more policy-relevant than the price of tuition.

This, I'd argue, is tautological marginalism at its best. Not as an explanation — it explains everything, which means it explains nothing — but as a search heuristic. It tells you where to look. When someone doesn't respond to an incentive, look for the hidden constraint. When a market doesn't clear, look for the hidden friction. When a price doesn't adjust, look for the hidden rigidity. The tautology is a flashlight, not a photograph.

◆

The Minimum Wage Margin

How hidden constraints behind seemingly clear economic predictions reveal deeper truths about labor markets.

The same logic illuminates one of the most contentious debates in all of economics: the minimum wage.

For decades, the standard marginalist prediction was straightforward. Raise the minimum wage, and employers will hire fewer workers, because the marginal cost of labor has risen above the marginal revenue product for some workers. This is, again, Econ 101. The demand curve for labor slopes down. Raise the price, get less quantity demanded.

And then the empirical evidence came in, and it was — to put it politely — a mess. Some studies found the predicted employment declines. Others found no effect at all. Some found small positive effects, which should be impossible if the textbook model is right. The most famous study, by David Card and Alan Krueger in the 1990s, compared fast-food employment in New Jersey (which raised its minimum wage) to neighboring Pennsylvania (which didn't) and found essentially no difference.10


The lazy response is to pick a side: either the studies finding no effect are wrong, or the textbook model is wrong. But the marginalist response is more subtle and more illuminating. If employment isn't falling when the minimum wage rises, then the burden is being absorbed somewhere else. Where?

Maybe landlords near minimum-wage workplaces are absorbing some of the cost through higher rents — workers with more money bid up housing prices, so the wage increase is partially transferred to property owners. Maybe employers are adjusting on other margins: reducing hours, cutting benefits, increasing the pace of work, investing in automation more gradually than a sudden layoff would imply. Maybe the textbook model's assumption of perfect competition in labor markets is wrong, and employers have some monopsony power, in which case a minimum wage increase can actually increase employment by counteracting the employer's ability to suppress wages below the competitive level.

Each of these explanations preserves the core marginalist insight — people and firms adjust at the margin — while directing our attention to which margins are actually doing the adjusting. The answer, it turns out, is rarely the margin you first think of. Economics is the art of looking at the second and third margins after the obvious one disappoints you.11


◆

The Paradox Synthesized

How the best economists move fluidly between seeing marginalism as tautology and as scientific tool.

So we're left with a paradox. Marginalism is a tautology that generates insight. It's an unfalsifiable framework that produces falsifiable predictions. It's an empty vessel that, when filled with specific assumptions and taken to specific data, becomes one of the most powerful tools for understanding human behavior ever devised.

Gary Becker understood this better than almost anyone. His genius was not in proving that criminals are rational — in the tautological sense, that's trivially true of everyone. His genius was in taking the tautological framework seriously enough to write down the optimization problem, derive the comparative statics, and then go check whether the predictions held up. They did. The tautology had teeth after all, provided you were willing to sink them into something concrete.

The best marginalists, in my experience, carry both toolboxes — the tautological and the intuitive — and deploy them without contradiction. They use tautological marginalism to structure their thinking, to make sure they haven't left out any margins of adjustment, to discipline their imaginations. And then they use intuitive marginalism to make specific bets about which margins matter most in particular cases, bets that the data can confirm or refute.

The worst marginalists do only one or the other. The pure tautologists explain everything and predict nothing. They're the economists who can rationalize any outcome after the fact but couldn't have told you what would happen in advance — the kind who give the discipline its reputation for retroactive infallibility. The pure intuitionists make bold predictions but sometimes miss the hidden margins that would have told them they were wrong. They're the economists who confidently predicted that Uber would eliminate the taxi industry, or that no one would ever pay for bottled water when tap water is nearly free.12


The synthesis — the place where this really sings — is in the interplay between the two. You start with the tautology: all agents are optimizing at all margins. You narrow it with specific assumptions: in this market, at this time, given these institutional facts, the binding constraint is probably X. You derive a prediction. You test it. If it fails, you go back to the tautological framework and ask what you missed. Which margin did you forget? Which constraint didn't you see?

This is the method. It's not glamorous. It doesn't have the revolutionary drama of a paradigm shift. But it works, with an unglamorous, incremental reliability that has quietly made economics the most empirically successful of the social sciences — a claim that will irritate some readers, which is fine, because irritation often precedes thought.13


◆

The Santa Claus Margin

A moment when marginalist thinking meets childhood wonder, revealing the elegance hidden in economic language.

I want to close with a story that captures, in miniature, the spirit of marginal thinking at its most human.

Donald Trump — whatever else you may think of him — once demonstrated a surprisingly precise instinct for marginalism. He was at a Christmas event at the White House, taking calls from children who were tracking Santa Claus on NORAD's radar. He got on the phone with a seven-year-old and asked: "Are you still a believer in Santa? Because at seven, it's marginal, right?"

The press treated this as a gaffe, evidence of either cruelty or social ineptitude. But listen to what he actually said. At seven, it's marginal. He was noting, correctly, that seven is approximately the age at which belief in Santa Claus begins to erode — the margin at which the psychic benefits of belief (wonder, magic, the promise of gifts) start to be outweighed by the psychic costs of credulity (peer mockery, the dawning sense that the physics don't add up, the unsettling realization that your parents have been lying to you). He was locating the margin. He was identifying the tipping point.14


And the child, it turned out, kept believing. Which means that for her, at that margin, the benefits still exceeded the costs. Even tautological marginalism has its moments of grace.

The tautology that ate economics is still hungry. It has consumed crime and punishment, education and employment, love and marriage, addiction and religion and war. It will, I suspect, consume whatever you put in front of it. The question is never whether marginalism can describe your behavior — it can, and it will, and resistance is futile. The question is whether, in the act of describing it, the framework helps you see something you wouldn't otherwise have seen.

When it does — when the empty tautology cracks open and reveals a hidden constraint, a forgotten margin, a mechanism you hadn't considered — that's when economics earns its keep. Not as a theory of everything, which is what the tautology promises, but as a way of looking, which is what the tautology delivers.

The trick is knowing the difference. The best economists always do.





Notes

1 There is something deliciously recursive about this observation. If even the refusal to think marginally is a marginal decision, then the critic who rejects marginalism has already accepted its premises. It's like trying to argue against the existence of language — in a language. ↩

2 I want to be clear: the ability to rationalize Tide Pod consumption is not a selling point of any intellectual framework. And yet, the fact that the marginal framework forces you to ask "what was the perceived benefit?" rather than simply declaring the behavior irrational is, I think, genuinely more useful for understanding why people do dangerous things for social media clout. ↩

3 This origin story is almost too good. The entire economic theory of crime emerged because a professor couldn't find parking. One imagines an alternate universe in which Becker found a legal spot easily and criminology remained forever innocent of supply curves. ↩

4 The moral discomfort Becker provoked is worth taking seriously. There is something chilling about a framework that treats a mugging and a grocery purchase as formally equivalent decision problems. But the chill comes from the framework's refusal to embed moral judgment in its analytical apparatus — and whether that's a vice or a virtue depends on whether you think moral clarity or predictive accuracy is the higher goal of social science. ↩

5 A delightful irony: the population most often accused of being incapable of rational thought — criminals — turned out to be among the most responsive to incentives in the empirical literature. They respond to the probability of punishment more than its severity, which, if you think about it, is a rather sophisticated application of expected value theory. Your average street criminal is, in this narrow sense, a better intuitive statistician than your average voter. ↩

6 I recognize this metaphor has a slightly desperate quality, like a lawyer arguing that his client's confession shouldn't count because it was technically a soliloquy. But I stand by the logic. The value of a framework is in what it produces, not in whether its axioms are independently surprising. ↩

7 Popper's The Poverty of Historicism takes aim at social science generally, but economics sits squarely in the crosshairs. His criterion of falsifiability would seem to disqualify tautological marginalism from the ranks of science entirely. The best response economists have mustered is essentially: "Yes, but have you seen our R-squared values?" This is more persuasive than it sounds. ↩

8 This gender gap haunts me somewhat. It suggests that the constraints men and women face are not merely different in degree but different in kind. Whatever was preventing men in Kalamazoo from completing college, it wasn't amenable to the blunt instrument of free tuition. If I had to guess, I'd wager that the relevant margin was cultural rather than financial — but that's precisely the kind of hypothesis that marginalist thinking forces you to articulate and test rather than simply assert. ↩

9 Notice how the marginalist framework, which critics accuse of reducing everything to money, is here doing precisely the opposite — it's forcing us to consider non-monetary factors because the monetary incentive didn't work. The tautology, in this case, is anti-reductionist. The framework is richer than its caricature. ↩

10 Card and Krueger's study launched a thousand arguments and arguably changed the trajectory of labor economics. It also earned David Card a share of the 2021 Nobel Prize, which tells you something about the profession's appetite for results that make the textbook model squirm. ↩

11 This is perhaps the most practical lesson in all of economics: the margin that adjusts is almost never the one you're watching. It's always the one behind it, or beside it, or three steps removed. Economists are, at our best, people who look where everyone else isn't looking. At our worst, we're people who look where everyone else isn't looking and see things that aren't there. ↩

12 In defense of the bottled water skeptics: the success of bottled water in countries with safe, clean, virtually free tap water remains one of the most humbling data points for anyone who believes in simple rational choice models. The marginal cost of bottled water over tap is roughly a 10,000 percent markup for a product that is, by most objective measures, indistinguishable or worse. The missing variable, of course, is convenience, marketing, and status — which is another way of saying that the utility function has more arguments than the naive model assumed. ↩

13 I will note that psychologists, sociologists, and political scientists may dispute this claim. I will further note that their dispute is itself evidence for it, since economists are the social scientists most likely to have generated a testable prediction that could provoke a specific disagreement rather than a vague disciplinary grievance. ↩

14 I confess this is my favorite data point in the entire book. The collision of Donald Trump, Christmas magic, NORAD, and marginalist economics in a single phone call with a seven-year-old is the kind of thing that, if you put it in a novel, your editor would cut it for being too on the nose. ↩

Chapter 4

Engineering the World: From Bridges to Carbon Taxes

In this chapter we discuss marginalism as an engineering tool, Dupuit’s bridge-toll problem, Pigouvian taxes and externalities, Vickrey auctions from spectrum sales to kidney exchanges, and the moral questions that arise the moment you start engineering incentives.


      ◆

There is a particular kind of economist who looks at the world and sees not just markets, but mechanisms — systems that can be tuned, adjusted, calibrated. These are the engineering marginalists, and they are perhaps the most consequential thinkers you've never heard of. They don't just want to understand the margin. They want to build things on it.

The story of engineering marginalism begins, fittingly, with an actual engineer standing on an actual bridge, staring down at the Seine.

◆

Dupuit's Bridge: The Origin of Engineering Marginalism

A French engineer discovers that pricing at the margin, not average cost, determines efficient allocation.

Jules Dupuit was not an economist by training or temperament. He was a French civil engineer, a builder of roads and bridges and aqueducts, a man who spent his career in the Corps des Ponts et Chaussées — the Corps of Bridges and Roads, which is exactly the sort of institution that could only exist in France. 1 In the 1840s, Dupuit found himself wrestling with a question that sounds mundane but turns out to be profound: How much should you charge people to cross a bridge?


The conventional wisdom was simple. You built a bridge. You added up what it cost. You divided by the number of people who would cross it, and you charged each of them that amount. Cost recovery. Clean, fair, obvious.

Dupuit thought this was idiotic.

His insight was that the value of crossing a bridge is not the same for everyone. A merchant hauling goods to market might value the crossing enormously — it saves him days of travel on an alternate route. A local farmer visiting his cousin might value it only slightly. If you set the toll high enough to recover costs, you exclude the farmer entirely, even though letting him cross costs essentially nothing. The bridge is already built. The marginal cost of one more pedestrian walking across it is, for all practical purposes, zero.

This is the key move: Dupuit separated the cost of building the bridge from the cost of using the bridge. And he realized that efficiency demands you price at the margin — at the cost of one additional crossing — not at the average. The fixed costs of construction are, as economists say, sunk. Gone. Irrelevant to the pricing decision. What matters is the marginal cost, and for a bridge that's already standing, the marginal cost of one more crosser is close to nothing.

From this observation, Dupuit developed what we now recognize as an early version of consumer surplus — the idea that people are often willing to pay more than they actually have to, and that the gap between willingness to pay and actual price represents a kind of invisible wealth. 2 He was doing this in 1844, a full three decades before the so-called Marginal Revolution supposedly began. The economists were, as usual, late to their own party. The engineer had gotten there first.


Dupuit went on to apply marginal analysis to the Paris water supply and sewer system, arguing for variable pricing based on use rather than flat fees. He was, in the fullest sense, an econo-engineer — someone who understood that the abstract beauty of marginal thinking was only as good as its ability to improve actual systems in the actual world. He wanted better bridges, better sewers, better roads. Marginalism was his tool, not his religion.

This engineering sensibility — the conviction that marginal analysis should be applied, not merely admired — runs like a deep current through the history of economics, surfacing in unexpected places and producing some of the most important policy innovations of the modern world.

◆

Stockholm's Experiment: Theory Meets Practice

A congestion pricing trial transforms public opinion through lived experience of marginal incentives.

Let me take you to Stockholm in January 2006.

The Swedish capital had a traffic problem. Not an unusual one — the same creeping, thickening, soul-deadening congestion that afflicts every prosperous city that made the mistake of building roads in the twentieth century. 3 Cars poured into the city center each morning and sat there, idling, emitting, making everyone miserable in that particular way that traffic makes you miserable: slowly, invisibly, one wasted minute at a time.


The city's politicians proposed congestion pricing — charging drivers a fee to enter the central zone during peak hours, with the price varying by time of day. Higher during the morning and evening rush, lower during midday, free at night. Pure Dupuit, applied to asphalt instead of stone.

The public hated the idea. Polls showed clear opposition. People were viscerally offended by the notion of paying for something they'd always done for free. Never mind that they were already paying — in time, in stress, in the particulate matter settling into their children's lungs. Those costs were invisible, diffuse, marginal in the worst sense: too small in any given moment to trigger outrage, but enormous in aggregate. The proposed toll, by contrast, was concrete, specific, and felt like a shakedown.

The city did something remarkable. They ran the trial anyway.

For seven months, from January to July 2006, Stockholm operated its congestion pricing system as an experiment. Cameras photographed license plates at entry points. Bills arrived in the mail. The maximum daily charge was about 60 Swedish kronor — roughly six dollars at the time, less than the price of a decent sandwich. 4


The results were immediate and dramatic. Traffic into the central city dropped by 22 percent. Not because people stopped going to work or shopping or living their lives, but because the marginal incentive pushed them to adjust at the margin. Some commuters shifted to public transit. Some shifted their travel times by twenty minutes, slipping in just before or after the peak pricing window. Some carpooled. Some combined errands. Each individual adjustment was small — marginal, you might say — but the aggregate effect was transformative. Air quality improved measurably. Commute times fell. The city felt, according to residents, simply better.

And then, in September 2006, the experiment ended. The cameras went dark. The tolls stopped.

Traffic roared back immediately. Within weeks, congestion had returned to pre-trial levels. The city held a binding referendum.

Here is the beautiful part: the same citizens who had opposed congestion pricing in polls before the trial now voted to make it permanent. They had lived inside the system. They had felt the difference. The abstract argument — that pricing negative externalities at the margin improves everyone's welfare — had failed to persuade them. The lived experience of marginalism in action had succeeded.

Stockholm's congestion pricing system has been running ever since, and the city's experience has become one of the most cited case studies in urban economics. 5 It demonstrates something crucial about engineering marginalism: it often works better than people expect, and people often can't know that until they see it. The benefits of marginal pricing are emergent. They arise from thousands of small adjustments that no single person can observe or predict. You can't intuit your way to the answer. You have to build the system and let it run.


◆

Singapore's Systematic Approach: Engineering the City

Dynamic pricing of roads, ownership, and even fines transforms Singapore into a laboratory of applied marginalism.

Singapore understood this decades before Stockholm, and they understood it more completely than anyone.

The island city-state introduced congestion pricing in 1975 — Area Licensing Scheme, they called it, with the bureaucratic elegance that characterizes Singaporean governance. 6 It started as a simple system: buy a paper license to drive into the central business district during restricted hours. Over the years, it evolved into something far more sophisticated. The current system, called Electronic Road Pricing, uses overhead gantries and in-vehicle transponders to charge variable rates that change every half hour based on real-time traffic conditions. The price of driving into the city at 8:30 a.m. on a Monday is different from the price at 9:00 a.m., which is different from 9:30 a.m. It is dynamic marginal pricing in its purest form, and it works spectacularly well.


But Singapore's engineering marginalism extends far beyond road pricing. The country imposes enormous taxes on car ownership itself — a Certificate of Entitlement that can cost more than the car, registration fees, import duties, and various other levies that together can make a Toyota Corolla cost upwards of $100,000. 7 This sounds insane until you remember that Singapore is a tiny island with limited road space, and that every additional car imposes real costs on every other person. The taxes are, in principle, an attempt to make private car owners internalize the full social cost of their choice.


And then there are the fines. Singapore is famous for its fines, and rightly so. But consider what a fine actually is from a marginalist perspective. There is a sign in Singapore that reads, roughly, "$250 plus GST" — Goods and Services Tax — for some particular infraction. Think about what that "plus GST" means. It means the government is treating the fine not as a punishment but as a price. It's a consumption tax on illegal activity. You are purchasing the right to break the rule, and the government is taxing your purchase. This is engineering marginalism taken to its logical, and perhaps slightly unnerving, extreme. It treats everything — even transgression — as a transaction with a marginal cost that can be optimized. 8


◆

Vickrey's Mechanism: Building Systems for Truthfulness

Elegant mechanism design makes honesty the selfish choice in auctions and resource allocation.

The spirit of Dupuit — the engineer who prices things correctly — finds its most elegant modern expression in the work of William Vickrey. Vickrey was a Canadian-born economist at Columbia who spent his career thinking about mechanism design: how to build systems where people's selfish incentives align with socially desirable outcomes. He won the Nobel Prize in 1996, three days before he died, which is either tragic or poetically efficient depending on your disposition. 9


Vickrey's most famous contribution is the second-price auction, now called the Vickrey auction. The rules are simple: everyone submits a sealed bid. The highest bidder wins but pays the second-highest bid. This sounds like a quirky technicality, but it's actually a masterpiece of marginal incentive design.

In a standard sealed-bid auction, you face an agonizing strategic problem. If you bid your true value, you might win but pay too much. If you shade your bid down, you might lose an item you'd have been happy to pay for. Your optimal bid depends on what you think everyone else will bid, which depends on what they think you'll bid, and so on into an infinite regress of strategic calculation.

The second-price auction dissolves this problem entirely. Your dominant strategy — the best thing to do regardless of what anyone else does — is simply to bid exactly what the item is worth to you. If you win, you'll pay less than your bid (you pay the second-highest price, remember), so you always get a surplus. If you lose, it's because someone valued it more than you did, and you wouldn't have wanted to pay their price anyway. The mechanism makes honesty not just virtuous but optimal. Truth-telling becomes the selfish choice. 10


This is engineering marginalism at its finest. You don't need to change human nature. You don't need to lecture people about fairness or social welfare. You build a mechanism where the marginal incentives point toward the outcome you want, and then you let self-interested people do what self-interested people do. The system does the moral work.

Google, it's worth noting, used a modified Vickrey auction for years to sell its search advertising — the most valuable real estate in the history of commerce, priced by a mechanism invented by a mild-mannered Columbia professor who was thinking about stamp collectors and spectrum licenses. Dupuit would have been delighted.

◆

The Invisible Hand at Work: Emergent Incentives

When multiple programs interact, marginal incentives emerge—often with unintended consequences.

Once you start seeing the world through the lens of engineering marginalism, you find applications everywhere, and some of them are uncomfortable.

Consider Social Security's retirement earnings test. For years in the United States — and to some degree still — retirees who continued working past a certain age and earning above a certain threshold would lose Social Security benefits at a rate of roughly 50 cents for every additional dollar earned. Combined with income taxes and payroll taxes, an elderly worker could face an effective marginal tax rate of 80 percent or more on additional earnings. 11 Earn an extra dollar, keep twenty cents. The incentive structure was screaming at older Americans to stop working, stop contributing, stop being productive. And many of them listened, because people respond to marginal incentives, even when — especially when — nobody explicitly explains the incentives to them.


This wasn't anyone's deliberate policy. Nobody sat in a committee room and said, "Let's design a system that discourages the elderly from working." It emerged from the interaction of multiple well-intentioned programs, each sensible in isolation, that together created a perverse marginal incentive. This is one of the most important lessons of engineering marginalism: systems have emergent properties. The marginal incentives that actually govern behavior may be invisible to the people who designed the system and the people who live within it.

The engineering marginalist's response is not to moralize but to redesign. Change the formula. Adjust the phase-out rate. Shift the kink point. These sound like technocratic details, and they are technocratic details, and technocratic details are where an enormous share of human welfare is actually determined. The tax code is full of implicit marginal incentives that most citizens never see and most legislators barely understand, and those invisible incentives shape behavior as surely as any law or sermon. 12


◆

Pricing Externalities: From Carbon to Congestion

Engineering marginalists close the gap between private and social costs through taxes and fees on spillover effects.

The boldest applications of engineering marginalism are in the pricing of externalities — those costs and benefits that spill over onto third parties who never agreed to the transaction.

A carbon tax is the purest example. You burn fossil fuel, and the carbon dioxide enters the atmosphere, warming the planet, raising sea levels, shifting weather patterns, imposing costs on billions of people who had no say in your decision to drive to the store for milk. The marginal private cost of your gallon of gasoline — what you pay at the pump — is far below the marginal social cost, which includes the climate damage. A carbon tax closes that gap. It makes you pay, at the margin, for the harm your consumption imposes on others.

The logic extends to practically anything with spillover effects. Noise taxes — making the person playing music at 2 a.m. pay for the sleep they're destroying. Obesity-related taxes on sugary drinks — controversial, certainly, but rooted in the observation that the marginal cost of a soda doesn't include the downstream healthcare costs that are partly socialized through insurance. 13 Congestion pricing, which we've already discussed, is really just an externality tax applied to the specific externality of taking up road space.


Each of these proposals follows the same template: identify a gap between private marginal cost and social marginal cost, then design a mechanism — a tax, a fee, a pricing scheme — that closes the gap. The engineering marginalist doesn't ask whether people are good or bad, greedy or generous. She asks whether the prices are right. And when they're not, she fixes them.

There is something both thrilling and unsettling about this worldview. Thrilling because it suggests that many of our worst collective problems — pollution, congestion, resource depletion — are not failures of human character but failures of pricing. We don't need better people; we need better prices. Unsettling because it implies a world in which everything is, in principle, priceable, and the highest calling of the economist is to be a kind of universal meter-reader, attaching the correct marginal cost to every human activity.

Not everyone is temperamentally suited to this vision. Among economists, there's a spectrum. Some are drawn to grand theory, to the elegance of general equilibrium, to the contemplation of how markets coordinate information across millions of agents. Others are drawn to the engineering side — to the hands-on work of designing auctions, calibrating taxes, building mechanisms. My co-blogger Alex Tabarrok is firmly in the latter camp, more of an engineering marginalist than I am. Alex would happily spend a week designing the optimal congestion pricing schedule for the Washington Beltway. I would more likely spend that week reading about a seventeenth-century philosopher who anticipated the concept while discussing the morality of bridge tolls. Both approaches have their place, but it's the engineers who change the world. The rest of us just explain why they were right. 14


◆

From Theory to Practice: Engineering's Gift to Economics

The convergence of engineering and marginalism created a proving ground for economic theory.

The late nineteenth century saw a remarkable convergence between engineering and economic thinking. The great marginalists — Jevons, Walras, Marshall — were working in an era of extraordinary engineering achievement. Bridges, railroads, telegraph networks, municipal water systems. The physical infrastructure of modern life was being built at a pace never before seen, and the people building it needed to make decisions about pricing, allocation, and investment. They needed, whether they knew it or not, marginal analysis.

It is no coincidence that marginalism emerged in this context. When you are building a railroad, you need to know the marginal cost of carrying one more ton of freight. When you are operating a telegraph network, you need to know the marginal cost of transmitting one more message. When you are supplying water to a city, you need to know the marginal cost of one more gallon. These are not abstract questions. They are practical, urgent, and consequential. Get the marginal cost wrong and you bankrupt the railroad or leave the city thirsty.

The engineering mindset — build something, measure the results, adjust — gave marginalism a proving ground. Dupuit's bridges, Vickrey's auctions, Singapore's road pricing, Stockholm's congestion experiment: in each case, the theory was validated not by its internal elegance but by its performance in the field. Engineering marginalism is, at its core, an empirical enterprise. It says: here is a system, here are its marginal incentives, here is what happens when we change them. The proof is in the outcome.

This is perhaps why Stockholm's congestion pricing story resonates so deeply. The citizens didn't need to understand consumer surplus or Pigouvian taxes or deadweight loss. They didn't need to read Dupuit or Vickrey. They needed to live for seven months in a city where the marginal cost of driving had been corrected, and to feel the difference in their commutes, in the air, in the texture of daily life. The theory was invisible. The results were not.

And that, in the end, is the promise of engineering marginalism: not that it will make the world theoretically optimal, but that it will make the world observably better, one corrected margin at a time. 15






Notes

1 The Corps des Ponts et Chaussées was founded in 1716 and survived until 2002, outlasting the monarchy, two empires, five republics, and every school of economic thought that emerged during its existence. French institutional persistence is itself a marvel deserving of marginalist analysis. ↩

2 Dupuit's 1844 paper, "On the Measurement of the Utility of Public Works," is one of those texts that economists ritually cite but rarely read. Having read it, I can report that it is surprisingly lucid, mildly entertaining, and contains at least three ideas that were later independently "discovered" and credited to other people. ↩

3 The twentieth century's greatest urban planning error was not any particular highway project but the background assumption that roads were free goods. They never were. Someone was always paying — just not the person causing the congestion. ↩

4 Six dollars to measurably improve your quality of life and the air your neighbors breathe — this may be the best bargain in the history of public policy, and people initially refused to take it. Behavioral economics has entered the chat. ↩

5 Stockholm's conversion from opponent to champion of congestion pricing has been studied by political scientists almost as much as by economists. It turns out that "try it and see" is an underrated policy strategy, provided you're confident the results will be good. Which, if your marginalist analysis is correct, they will be. ↩

6 Singapore's governance style might be described as "what if an entire country were run by engineers who had read their Dupuit?" The results are remarkably clean streets, efficient infrastructure, and a certain philosophical discomfort among Western liberals who prefer their good governance to come with more visible messiness. ↩

7 As of recent years, a Certificate of Entitlement alone could run upward of S$100,000 — and that's just for the right to buy a car, before you've spent a cent on the vehicle itself. Singaporeans who want to experience the joy of spontaneous car ownership can always visit Texas. ↩

8 There is a philosophical question lurking here about whether a sufficiently wealthy person can simply "buy" the right to break any rule, effectively converting law into a price schedule for the rich. Singapore's answer seems to be: yes, but the prices are high enough that very few people consider it a bargain. This is honest, if uncomfortable. ↩

9 Vickrey died of a heart attack on October 11, 1996, three days after the Nobel announcement. He was driving to a conference at the time. One hopes, for the sake of narrative coherence, that he was not stuck in traffic. ↩

10 If this sounds too good to be true, you're right to be slightly suspicious. Vickrey auctions work beautifully in theory and in certain controlled settings. In practice, they can be vulnerable to collusion and other complications. But the core insight — that you can design mechanisms where truth-telling is the dominant strategy — launched an entire field of economics. ↩

11 The retirement earnings test has been reformed significantly since its worst incarnation, but the general principle remains instructive: whenever you phase out a benefit as income rises, you are implicitly taxing that income at the phase-out rate. The marginal tax rate that matters is the one you actually face, not the one printed in the tax tables. ↩

12 I sometimes think that if you could make every American's true effective marginal tax rate visible — including benefit phase-outs, state taxes, and implicit penalties — there would be either a revolution or a very long national nap. Possibly both. ↩

13 The question of whether obesity taxes are paternalistic or merely Pigouvian depends almost entirely on whether you believe the health costs are truly externalized through insurance or whether each person bears their own costs. This is an empirical question that generates a remarkable amount of non-empirical passion. ↩

14 Alex, if you're reading this, I say this with genuine admiration. Someone has to design the mechanisms. I'm glad it's you and not me, because I would inevitably get distracted by the intellectual history of bridge tolls and forget to set the peak-hour rate. ↩

15 An AI observing this history might note that the gap between "this policy is theoretically optimal" and "citizens will vote for this policy" is itself a kind of externality — a cost of democratic governance that marginalist engineers must learn to price in. Stockholm's genius was turning the experiment itself into the persuasion mechanism. ↩

Chapter 5

The Morality of the Margin

In this chapter we discuss the moral dimensions of marginal thinking, Iran’s kidney market, Roth’s repugnant markets from organs to school choice, prospect theory’s challenge to redistribution, and what moral discomfort reveals about our values.


      In Tehran, there is a building where you can walk in with two kidneys and walk out with one, plus cash in your pocket. Iran legalized the sale of kidneys in 1988, creating the only regulated organ market on the planet. By 1999, the country had done something no other nation has managed before or since: it eliminated its kidney transplant waiting list entirely.1


Let that sit for a moment. In the United States, roughly thirteen people die every day waiting for a kidney.2 In the United Kingdom, the median wait hovers around three years. Across Europe, tens of thousands languish on dialysis — a treatment that keeps you alive in the way that treading water keeps you swimming. Meanwhile, in the Islamic Republic of Iran, a country not typically held up as a paragon of progressive policy, the waiting list hit zero.


The moral discomfort this provokes is immense. We feel, almost viscerally, that buying and selling human organs degrades something essential about our humanity. And yet the marginal lives saved are inarguably real. Each additional kidney transaction that Iran's system enables represents a person who gets to stop dying by degrees on a dialysis machine. The moral arithmetic is not complicated. The moral feeling is.

This is the territory we are entering now — the place where marginalist thinking collides with moral intuition, and neither emerges entirely intact.

◆

The Social Margin

How diminishing marginal utility points toward redistribution while incentive effects constrain it.

From the very beginning, the pioneers of marginal thinking understood that their idea had moral implications. They could not help it. Once you accept that the value of a thing depends on the circumstances of the person receiving it, you are one short step from making judgments about how things ought to be distributed.

The logic is clean enough. If the marginal utility of income is diminishing — if an extra thousand dollars means more to a person earning twenty thousand than to a person earning two hundred thousand — then total human welfare could, in theory, be increased by moving resources from the rich to the poor. A dollar taxed from a billionaire barely registers in his experience. That same dollar, handed to a single mother buying groceries, changes what her children eat for dinner. The marginal utility is simply higher.

The first generation of marginalists — Hermann Gossen, William Stanley Jevons, Léon Walras, Carl Menger, and Francis Ysidore Edgeworth — saw this logic pointing almost unanimously toward redistribution.3 If diminishing marginal utility implies that total happiness rises with equality, then the mathematics of the margin seemed to argue for a more equal society. But here is the wrinkle: the redistribution argument, while logically sound, runs headlong into incentive effects. Tax productive activity and you reduce the incentive to engage in it. The marginal cost of the tax — in lost output and innovation — must be weighed against the marginal benefit of the transfer. The same logic that motivates redistribution also constrains it.


Consider. If you tax productive activity to redistribute income, you reduce the incentive to engage in productive activity. The marginal cost of the tax — in terms of lost output, diminished innovation, reduced investment — must be weighed against the marginal benefit of the transfer. At some point, the deadweight loss exceeds the gain in utility. Where that point lies is an empirical question, not a moral one. And marginal analysis is the tool that reveals it.

This is the first and most important lesson of social marginalism: the logic that motivates redistribution is the same logic that constrains it.

◆

Where It Gets Uncomfortable

Exploring the harrowing conclusions that arise when marginalism is applied rigorously to real policy.

Now let us go to the places where most writers on economics politely decline to visit.

If you take marginal thinking seriously — genuinely seriously, not as a classroom exercise but as a guide to real decisions — it generates conclusions that are morally harrowing. Tyler Cowen, who has spent his career insisting that economists should follow arguments where they lead, has collected some of the most disquieting examples.

Start here: if we are trying to maximize the social return on resources, should we redistribute wealth from the elderly to younger, more productive investors? A dollar in the hands of a seventy-five-year-old retiree has, in expectation, fewer years of productive use than a dollar in the hands of a thirty-year-old entrepreneur. The marginal social product of the transfer is positive. The moral revulsion is instantaneous.

Or consider deindustrialized regions — the Rust Belt towns and former mining communities where economic opportunity has collapsed. People remain in these places for reasons of family, identity, community, and sheer inertia. From a strictly marginalist perspective, their labor would produce more value elsewhere. Should we tax people for staying? Should policy actively encourage — or compel — geographic mobility? The marginal logic says maybe. The human cost of uprooting lives and destroying communities says something quite different.

Or take an example so provocative that merely stating it feels transgressive: taxing suicide attempts. A person who attempts suicide and survives imposes real costs on the emergency medical system, on law enforcement, on the psychological well-being of first responders and family members. If we want to internalize externalities — the bread and butter of marginalist policy — then the logic points toward some mechanism that makes the attempter bear those costs. The conclusion is monstrous. But the marginalist reasoning that produces it is identical to the reasoning that produces congestion pricing, carbon taxes, and every other policy beloved by mainstream economists.4


You see the pattern. Marginalism is corrosive of moral certainties. It treats every situation as a matter of degree, every value as something that can be traded off against every other value, every sacred commitment as a line item in a cost-benefit analysis. This is its power and its danger.

◆

The Kidney Market, Revisited

How Iran's regulated organ market eliminates waiting lists while raising profound moral questions about coercion and commodification.

Return now to Tehran. Iran's kidney market works roughly like this: a patient in need of a transplant who cannot find a living related donor is matched with a willing seller through a nonprofit organization. The government pays a fixed sum — the equivalent of a few thousand dollars — and provides the seller with limited health insurance and sometimes exemption from military service. In practice, the sellers are overwhelmingly poor. The buyers, or their insurance, pay more. There are middlemen. The system is imperfect in all the ways you would expect.5


Critics point out that the market is coercive in the way that all markets involving desperate poverty are coercive. A man who sells his kidney because he cannot feed his family is not exercising free choice in any philosophically robust sense. The sellers report high rates of regret. The long-term health consequences are not trivial — living with one kidney modestly increases the risk of renal failure later in life. And the existence of the market may reduce incentives to develop the public health infrastructure that would prevent kidney disease in the first place.

All of these objections are real. None of them are marginal arguments.

The marginal argument is simple and devastating. Before the market: people died on waiting lists. After the market: the waiting list vanished. At the margin, each transaction saves a life. You can pile up objections about coercion, dignity, the commodification of the body, the corruption of the medical relationship — and every single one of those objections must be weighed against the specific, identifiable human being who would otherwise be dead.6


This is what marginal thinking does to moral debates. It does not tell you that the kidney market is right. It tells you that the cost of your moral squeamishness is measured in corpses. You may decide the squeamishness is worth it. Many thoughtful people do. But you do not get to pretend the cost is zero.

Nobel laureate Al Roth, who has spent much of his career designing "repugnant markets" — mechanisms for allocating goods that make people morally uncomfortable — puts it well: the question is never whether a market is distasteful, but whether the alternative to the market is worse.7 In kidney transplantation, the alternative to a market is a waiting list. And a waiting list, dressed up in the language of fairness and equal access, is just a mechanism for deciding who dies first.


◆

The Abortion Study

How marginal analysis reveals the same data can support opposite moral conclusions depending on one's framework.

There is a remarkable study that illustrates the double-edged quality of marginal analysis with surgical precision. Researchers examined what happened when abortion clinics closed in certain regions of the United States, increasing the distance women had to travel to obtain an abortion.8


The data showed that as distance to the nearest clinic increased, the number of abortions fell. So far, a straightforward finding. But watch what happens when two different people pick it up.

A pro-choice advocate looks at this data and says: "This proves that clinic closures create undue burdens on women seeking reproductive healthcare. Distance is a barrier, and barriers restrict access to a constitutionally protected right."

A pro-life advocate looks at the same data and says: "This proves that many abortions are marginal decisions — women are not desperate, they are not facing impossible circumstances, they are making a cost-benefit calculation. If a modest increase in travel distance is enough to change the decision, the underlying commitment was weak. These are lives saved."

Both interpretations are consistent with the data. Both are, in their own frameworks, logically sound. And the reason both can coexist is that marginal analysis is a tool, not a moral philosophy. It tells you how behavior changes at the margin. It does not tell you how to feel about the behavior.

This is perhaps the deepest and least appreciated feature of marginalist thinking. It has an extraordinary ability to clarify the structure of a question while remaining completely silent on the answer. It can show you exactly what is being traded off, exactly what each choice costs, exactly how sensitive people are to changes in price and distance and convenience — and then it sits there, impassive, while you decide what to do with the information.

◆

Obamacare and the Marginal Value of Insurance

How price sensitivity in ACA enrollment reveals uncomfortable truths about the marginal value of coverage.

Here is another example, drawn from the real-world policy laboratory of the Affordable Care Act. When the ACA was implemented, it included subsidies that made health insurance cheaper for millions of Americans. Enrollment was substantial. Then, when some of those subsidies were reduced or premiums rose modestly, enrollment dropped sharply.9


From a marginalist perspective, this is informative. If a relatively small increase in price causes a large number of people to drop their insurance, it suggests that those people placed a low marginal value on being insured. They were barely willing to pay for it even at the subsidized price. The coverage was worth roughly what they were paying — and no more.

This finding is uncomfortable for both political tribes. For supporters of the ACA, it suggests that much of the enrollment gain was fragile — people who did not value the product enough to bear even a modest cost increase. For opponents, it means that the people dropping coverage are precisely the ones most price-sensitive, which likely means they are also the poorest and sickest, which is exactly the population the law was designed to help.

Once again, marginal analysis reveals the structure without resolving the politics. The data tell you the elasticity. They do not tell you whether universal health coverage is a right.

◆

Risk and the Diminishing Margin

How diminishing marginal utility theory explains risk aversion and became the foundation of modern finance.

There is another domain where diminishing marginal utility reshaped an entire field, and it has nothing to do with redistribution or social policy. It has to do with risk.

The connection is elegant. If the marginal utility of wealth is diminishing — if your ten-thousandth dollar brings less joy than your first — then you will be averse to fair gambles. Here is why. Suppose you have $100,000 and someone offers you a coin flip: heads you win $50,000, tails you lose $50,000. The expected monetary value is zero. But the expected utility is negative, because the utility you lose by dropping to $50,000 exceeds the utility you gain by rising to $150,000. The curve bends. The loss looms larger than the gain.10


This insight, which traces back to Daniel Bernoulli in the eighteenth century, was formalized by John von Neumann and Oskar Morgenstern in the 1940s and became the foundation for virtually everything in modern finance.11 Portfolio theory — the idea that you should diversify your investments — is a direct consequence of diminishing marginal utility of wealth. Insurance exists because people are willing to pay a premium above the expected loss to avoid the catastrophic downside. The Capital Asset Pricing Model, which remains the workhorse of corporate finance, is built on the assumption that investors are risk-averse in precisely the way that diminishing marginal utility predicts.


The birth of modern finance is, in a very real sense, the application of marginal utility theory to uncertainty. Harry Markowitz's 1952 paper on portfolio selection, which eventually earned him a Nobel Prize, did not invoke utility theory explicitly, but the mathematical structure is identical.12 You are trading off expected return against variance, which is another way of saying you are trading off more wealth against the diminishing marginal utility of that wealth in bad states of the world.


◆

The Cracks in the Edifice

How behavioral economics challenges the smooth assumptions of marginal utility theory.

But here is the wrinkle that moral philosophy must reckon with: people do not experience gains and losses the way the theory predicts. Behavioral economics has spent the last four decades documenting how actual human behavior diverges from the smooth, rational diminishing marginal utility that the classical framework assumes.

Daniel Kahneman and Amos Tversky's prospect theory, published in 1979, showed that people evaluate gains and losses relative to a reference point, not in terms of absolute wealth levels.13 They are more sensitive to losses than to equivalent gains — loss aversion — and they are risk-seeking in the domain of losses, not risk-averse. A person facing a certain loss of $500 will often gamble for a chance to lose nothing, even if the expected value of the gamble is worse than $500. This is the opposite of what diminishing marginal utility predicts.


Moreover, attempts to measure the actual curvature of the utility function — how quickly marginal utility diminishes — have produced wildly inconsistent results. The curvature parameter, depending on which risk measure you use and in what context, ranges from about 0.6 to 13.2.14 A twenty-fold range. That is not a measurement; it is a confession that we do not know.


The behavioral economists have dented the marginal utility theory of risk. They have not destroyed it. The broad prediction — that people will generally prefer certain outcomes to risky ones of equal expected value, that they will diversify, that they will buy insurance — holds up well enough to remain useful. But the clean, elegant story of a single utility function, smoothly declining, generating all of our risk preferences from a single curve, is gone. In its place we have something messier: a collection of heuristics, biases, reference points, and context-dependent preferences that approximate the marginalist prediction in the large but deviate from it, sometimes dramatically, in the small.

◆

The Moral of Marginalism

Why marginalism's greatest power lies in clarifying moral disagreements without resolving them.

So where does this leave us? With a tool of extraordinary power and no moral compass.

Marginal thinking can tell you that Iran's kidney market saves lives. It cannot tell you whether saving those lives justifies creating a market in human flesh. It can tell you that subsidized insurance enrollees place low marginal value on their coverage. It cannot tell you whether health care is a right. It can tell you that distance deters abortions. It cannot tell you whether that is a tragedy or a triumph.

What marginalism does — what it has always done, from Gossen's naive utilitarianism to the sophisticated risk models of modern finance — is strip away the comfortable ambiguities that allow us to avoid confronting tradeoffs. It forces you to ask: how much? At what cost? Compared to what?

These are not pleasant questions. They are not questions that produce the warm glow of moral certainty. But they are the questions that, when honestly answered, lead to better decisions — or at least to decisions made with open eyes.

The early marginalists thought their tool would resolve the great moral questions of political economy. It did not. What it did, instead, was something more valuable and more disquieting. It revealed the precise shape of our moral disagreements. It showed us exactly what we are arguing about, and exactly what each position costs.

That is not nothing. In a world full of people who would rather not know the price of their convictions, it might be everything.





Notes

1 Iran's compensated kidney donation program was established in 1988 under the supervision of the Charity Association for the Support of Kidney Patients (CASKP) and affiliated nonprofits. By 1999, the transplant waiting list was effectively eliminated. The system operates outside direct government payment in most accounts — the nonprofit acts as intermediary, and the recipient (or their insurance) provides compensation alongside a government stipend. See Ghods and Savaj, "Iranian Model of Paid and Regulated Living-Unrelated Kidney Donation," Clinical Journal of the American Society of Nephrology, 2006. ↩

2 According to the U.S. Department of Health and Human Services and the National Kidney Foundation, approximately 12-13 people die daily in the United States while waiting for an organ transplant, with kidneys representing the vast majority of the waiting list. As of the mid-2020s, more than 100,000 Americans are on the kidney transplant waiting list at any given time. ↩

3 Hermann Heinrich Gossen (1810–1858) was an explicit Benthamite reformer; William Stanley Jevons (1870s) was deeply concerned with social reform; Léon Walras advocated for land nationalization; Carl Menger believed the state had a role in addressing poverty; Francis Ysidore Edgeworth dreamed of a "hedonimeter" to calculate the optimal tax code. Details on each in the original texts. ↩

4 To be clear, no serious economist advocates taxing suicide attempts. The point is that the same externality-internalizing logic that produces widely accepted policies can, when applied without moral guardrails, produce repugnant ones. The example illuminates the limits of purely consequentialist reasoning. ↩

5 Studies of Iranian kidney sellers, including work by Zargooshi (2001) published in The Journal of Urology, found that approximately 76% of sellers reported a negative impact on their health, and a significant majority expressed regret. Most sellers came from low-income backgrounds. The program has been revised multiple times to address concerns about exploitation. ↩

6 The philosopher Jason Brennan and economist Peter Jaworski make a related argument in Markets Without Limits (2015): if it is ethical to give something away, it is ethical to sell it. The objection to kidney markets, they argue, is not really about the kidneys — it is about the poverty that makes selling attractive. ↩

7 Alvin Roth shared the 2012 Nobel Prize in Economics for his work on market design. His book Who Gets What — and Why (2015) explores how "repugnance" constrains market design in areas including organ donation, surrogacy, and school choice. Roth designed the kidney exchange system used in the United States, which allows paired donations but stops short of direct compensation. ↩

8 Several studies have examined the relationship between clinic distance and abortion rates, including work by Jason Lindo, Caitlin Myers, and others. Myers' research, in particular, has documented that increases in driving distance to the nearest abortion provider reduce abortion rates, with effects concentrated among lower-income women. ↩

9 The ACA enrollment elasticity findings come from multiple studies of the health insurance marketplaces. Research by Finkelstein, Hendren, and Shepard (2019) on Massachusetts' health insurance exchange found high price sensitivity among subsidized enrollees, with large coverage losses from modest premium increases. ↩

10 This is the essence of the expected utility hypothesis. The mathematical requirement is simply that the utility function is concave — it curves downward — so that the utility of the expected value of a gamble exceeds the expected utility of the gamble itself. Jensen's inequality provides the formal statement. ↩

11 Bernoulli proposed the logarithmic utility function in 1738, resolving the St. Petersburg Paradox. Von Neumann and Morgenstern's Theory of Games and Economic Behavior (1944) axiomatized expected utility theory, showing that any decision-maker satisfying certain rationality axioms behaves as if maximizing expected utility. ↩

12 Markowitz's "Portfolio Selection" appeared in the Journal of Finance in 1952. He later noted that his advisor, Milton Friedman, questioned whether the dissertation was truly economics. It was — it was marginal utility theory applied to the allocation of wealth across uncertain outcomes. ↩

13 Kahneman and Tversky's "Prospect Theory: An Analysis of Decision under Risk" (1979) in Econometrica is one of the most cited papers in economics. Kahneman received the Nobel Prize in 2002; Tversky had died in 1996 and was thus ineligible. ↩

14 The inconsistency in measured risk-aversion parameters has been documented extensively. Rabin (2000) showed that standard expected utility theory, if calibrated to explain modest-stakes risk aversion, implies absurd levels of large-stakes risk aversion. This "Rabin critique" remains one of the strongest challenges to the classical framework and has motivated a range of alternative models including prospect theory, disappointment aversion, and rank-dependent utility. ↩

Chapter 6

The Polymath Who Built Tomorrow's Rival

In this chapter we discuss Ada Lovelace’s warning about machine origination, the life that shaped William Stanley Jevons into a mechanical thinker, the Logic Piano, Turing’s response to Lovelace’s challenge, and the 180-year-old question of whether machines manipulate symbols or genuinely reason.


      The previous chapter asked whether marginal reasoning can navigate moral terrain. This chapter asks something stranger: whether marginal reasoning can be mechanized — whether the margin itself can be built into a machine.

      In 1843, a young woman of twenty-seven sat at her desk composing what would become the most prophetic footnote in the history of science. Augusta Ada King, Countess of Lovelace — daughter of Lord Byron, student of mathematics, and collaborator of Charles Babbage — was translating an Italian paper about Babbage's proposed Analytical Engine. The translation itself was routine work. What made it extraordinary were the notes she appended, which ran to three times the length of the original article. In her famous Note G, Lovelace wrote that the Analytical Engine "might compose elaborate and scientific pieces of music of any degree of complexity or extent." She saw, with eerie clarity, that a machine built from brass gears and punched cards need not confine itself to arithmetic. It could manipulate any system of symbols — musical notes, algebraic expressions, logical propositions — provided someone first understood the rules governing them.1


Lovelace also saw the limits, or what she believed were limits. "The Analytical Engine has no pretensions whatever to originate anything," she cautioned. "It can do whatever we know how to order it to perform." This was both a sober technical assessment and, perhaps, a prayer — a hope that there remained some irreducible spark of human creativity no mechanism could touch.2


Twenty years later, in a workshop in London, a man who had read Charles Babbage with great interest was building a machine of his own. It was not made of brass gears but of wooden keys and wires, and it did not calculate numbers. It reasoned. William Stanley Jevons, then in his late twenties, had constructed what he called a "Logical Abacus" — and later, a more refined "Logical Piano" — capable of working through the combinations of Boolean logic mechanically, arriving at valid conclusions faster than a trained logician could manage with pen and paper.3 When Jevons demonstrated the device before the Royal Society in 1870, he made a claim that went further than anything Lovelace had dared to assert. "Material machinery," he wrote, "is capable, in theory at least, of rivalling the labours of the most practiced mathematicians or even to surpass them."


Rivalling. Not merely assisting. Not just computing what we already know how to compute. Rivalling.

Two Victorians, separated by two decades, had stared into the same abyss. Ada Lovelace saw the machine and insisted it could not originate. Jevons saw the machine and suspected it could rival. Between those two words — originate and rival — lies a chasm that the twenty-first century is still trying to measure.

◆

The Unitarian Inheritance and Early Formation

How a dissenting intellectual culture and family of polymathic achievers shaped Jevons's approach to knowledge.

But we are getting ahead of ourselves. To understand why Jevons could see what Lovelace denied — that a machine might rival the mind that built it — you need to understand what shaped him. To do that, we need to go back to Liverpool in the 1830s.

William Stanley Jevons was born on September 1, 1835, into a Unitarian family of iron merchants and inventors. The Unitarians occupied a peculiar position in Victorian England — dissenting Protestants who rejected the Trinity, prized reason, and produced a staggering number of scientists, reformers, and industrialists. Josiah Wedgwood was a Unitarian. So was Joseph Priestley. The culture valued inquiry over orthodoxy, evidence over tradition.4 It was, in other words, exactly the right soil for growing a polymath.


His father, Thomas Jevons, was an iron merchant with genuine intellectual interests and a talent for invention — he wrote on legal and economic topics and even dabbled in engineering. His mother, Mary Anne Roscoe, came from a distinguished Liverpool family of considerable cultural achievement; her father, William Roscoe, was a historian, art collector, and abolitionist whose personal library was legendary in the city.5 From both sides, Stanley — as the family called him — inherited the conviction that the world was something to be studied, catalogued, and improved.


His mother died when he was ten. This is the kind of biographical fact that biographers tend to handle with either too much weight or too little. We do not know exactly how it shaped him. We know that he became, in the years that followed, an unusually serious and inward child. We know that he threw himself into collecting — specimens, data, observations of every kind — with an intensity that strikes the modern reader as familiar. John Maynard Keynes, who admired Jevons enormously, described him as "strongly introverted," a man for whom social interaction was effortful in a way that intellectual work never was.6 Whether or not one reaches for a contemporary diagnostic label — and several historians have suggested that Jevons may have been on the autistic spectrum — the pattern is clear enough. Here was a boy, and then a man, who found the world of things and numbers and systems more navigable than the world of people.


He was a born collector — not merely of objects, but of facts and patterns everywhere he looked.7


The range of his interests defies easy summary. Over the course of a life that lasted only forty-six years, Jevons made serious contributions to economics, formal logic, statistics, scientific methodology, and public policy. He wrote on chemistry, metallurgy, and music theory. He studied what was then called pedesis — the erratic motion of small particles suspended in fluid, what we now call Brownian motion — and while he got the mechanism wrong (he attributed it to causes that turned out not to be primary), he was right to see it as a phenomenon worth rigorous investigation, decades before Einstein's famous 1905 paper provided the correct explanation.8 He built machines. He wrote textbooks that remained in use for generations. He was, in the fullest sense, a Victorian polymath — though the Victorians would not have used that word. They would have simply called him a man of science.


◆

Sydney and the Empiricist's Discipline

How five years as an assayer in Australia trained Jevons to value precise measurement above all theory.

The story of how Jevons found his vocation begins, improbably, at the bottom of the world. In 1854, at the age of eighteen, he left England for Sydney, Australia to take up a position as assayer at the new Royal Mint there. It was a practical appointment for a young man who had studied chemistry at University College London but whose family's financial difficulties — his father's business had failed — made completing a full degree a luxury he could not afford.9


The Sydney years were formative in ways that no one, least of all Jevons, could have predicted. As an assayer, his job was measurement — precise, exacting measurement of the gold content in the metal that poured in from the Australian gold rush. Day after day, he weighed, he tested, he quantified. The work was not intellectually glamorous, but it trained him in something that would prove essential: a deep, almost physical respect for data. Jevons did not theorize in the abstract and then look for confirming evidence. He measured first and theorized second. This instinct would set him apart from nearly every other economist of his generation.

He also found, in Australia, the space to think. Far from the intellectual bustle of London, surrounded by a colonial society that had little use for his wider interests, Jevons read voraciously and began to sketch out ideas that had nothing to do with metallurgy. He studied the social conditions of Sydney and accumulated observations.10 He observed. He accumulated. And somewhere in the quiet of those antipodean evenings, the shape of a revolution began to form in his mind.


The pivotal moment came in 1860, after Jevons had returned to England and was finishing his studies. In February of that year, he wrote a letter to his brother Herbert that vibrates with barely contained excitement. He had discovered, he told Herbert, "the true Theory of Economy." The theory was mathematical. It was based on the idea that value derived not from the total quantity of a good but from the usefulness of the last increment — what would come to be called marginal utility. And Jevons knew, with the peculiar certainty of a man who has seen something clearly for the first time, that he was right.

He also knew — and this is the part that breaks your heart a little — that no one was going to care. "I am very hopeful about my Economy theory," he wrote, with that mix of confidence and resignation that marks so many letters from ahead-of-their-time thinkers, but he harbored no illusions about his immediate prospects of being heard. He was young, obscure, lacked a prestigious post, and was proposing to overturn the foundations of political economy using mathematics — a tool that most political economists of 1860 regarded with suspicion bordering on hostility.

He was right on both counts. The theory was correct. And for years, almost no one cared.11


◆

The Coal Question and the Paradox of Efficiency

A pessimistic tract about resource depletion that revealed an unintuitive truth about consumption and innovation.

Before the world took notice of his economics, Jevons published The Coal Question (1865), a pessimistic tract about Britain's coal reserves that attracted the attention of Gladstone himself.12 His prediction of imminent depletion proved wrong, but buried in Chapter VII was an insight that would outlast all his other work: that making a resource cheaper to use leads to more consumption of it, not less. Better steam engines burned more coal, not less, because the efficiency gains made coal-powered industry profitable in applications where it had previously been too expensive. This "Jevons Paradox" remains one of the most important and least intuitive ideas in economics — and it is uniquely the product of a polymathic mind.13 Only someone trained in both chemistry (he understood industrial processes) and economics (he understood incentive structures) could have seen it. The paradox, the coal book's success, and his growing reputation in logic helped secure Jevons a professorship at Owens College, Manchester, when he was just thirty years old.14




◆

Machine Reasoning and the Question of Origination

The Logical Piano revived Lovelace's ancient question: can machines truly create, or only execute?

And yet it is worth pausing here to note something strange about Jevons's reputation, both during his life and after. He was doing at least three things at once — economics, logic, and scientific methodology — and the world could never quite decide which one mattered most. His contemporaries valued his logic above all. When he presented the Logical Piano to the Royal Society, it caused a genuine sensation. Here was a machine that could think — or at least perform operations that, when done by humans, we would unhesitatingly call thinking. The implications were obvious and unsettling.15


This is where Jevons and Lovelace converge most powerfully. Lovelace, writing about Babbage's far more ambitious but never-completed Analytical Engine, had insisted on a clear boundary: the machine could process, but it could not create. It could execute instructions of any complexity, but the originating intelligence — the intention — had to come from a human mind. Jevons, holding a much simpler device in his hands, a device that merely worked through the combinations of Boolean syllogisms, arrived at a more radical conclusion. "Mind thus seems able to create its own rival," he mused.16


The sentence deserves careful attention. Jevons did not say that his Logical Piano was a rival to the human mind. He was not that foolish. He said that the mind seems able to create such a rival — that there was no obvious theoretical barrier, that the road from his wooden keys and wires to something genuinely mind-like was, in principle, open. It was a philosophical leap that his Logical Piano, considered purely as a piece of engineering, did not warrant. But Jevons was not reasoning from the engineering. He was reasoning from the logic. If thought could be formalized, and if formal operations could be mechanized, then where, exactly, was the stopping point?

Lovelace had answered: the stopping point is origination. The machine cannot want anything. It cannot surprise us except through our own errors.

Jevons's implicit answer was: maybe there is no stopping point.

Consider what this means in practice. Show a machine the rules of chess, and it will play chess — because you have told it the goal and the rules. But it did not choose to play chess. It did not decide that chess was worth playing. The human mind did that. Lovelace would say: there is the line. The machine executes; the human originates the purpose. But Jevons might ask: if you can formalize what it means to "want" something — if you can mechanize enough layers of intention — at what point does the distinction between executing and originating collapse? When a machine writes a poem that moves you, and you could not have predicted that specific poem before the machine generated it, in what sense is the machine merely executing rather than creating something genuinely novel?

It is a disagreement that remains unresolved. The entire field of artificial intelligence, from Alan Turing's 1950 paper onward, can be read as an extended argument between the Lovelace position and the Jevons position.17 Can machines originate, or can they only process? When a large language model writes a sonnet that moves you, has it originated something, or has it merely executed a very complicated instruction? Lovelace and Jevons, working with technologies that seem laughably primitive by modern standards, had already framed the essential question.18



◆

The Power of Boundary-Crossing Insight

How Jevons's mastery of multiple fields allowed him to see what specialists missed.

There is a temptation, when writing about polymaths, to make their breadth sound easy — to describe their movements between fields as the graceful leaps of a mind unbound by disciplinary walls. The reality, in Jevons's case, was messier. He worked obsessively. He suffered from poor health and chronic anxiety. His journals reveal a man who drove himself relentlessly and worried constantly that he was not accomplishing enough. The collecting — the data, the books, the observations — was not a hobby. It was a compulsion. Keynes's "strongly introverted" is a polite way of describing someone who found sustained human contact draining in a way that sustained intellectual labor was not.

But the breadth was real, and it mattered. Jevons could build the Logical Piano because he understood both formal logic and mechanical engineering. He could write The Coal Question because he combined economic theory with an empiricist's obsession with real-world data on coal production, consumption, and pricing. He could see marginal utility — the insight that would reshape economics — because he came to the discipline not as an apprentice of Ricardo or Mill but as an outsider trained in chemistry and physics, fields where measurement and incremental change were second nature. His polymathy was not decorative. It was structural. Each field he worked in gave him tools and intuitions that he carried into the next.

This is a pattern worth naming, because it recurs throughout the history of ideas. The most transformative insights often come not from the deepest specialist but from the person who carries knowledge across a boundary. Jevons carried measurement from chemistry into economics. He carried formalization from logic into economic theory. He carried the mechanist's confidence — the conviction that if you can describe a process precisely, you can build a machine to execute it — from engineering into philosophy of mind.

◆

Legacy and the Unfinished Question

Jevons's death and the curious reversal of how history would judge his contributions.

On August 13, 1882, Jevons went swimming near Hastings, on the southern coast of England. He was forty-six years old. He drowned. The exact circumstances remain unclear — he was known to be a strong swimmer, and various explanations have been proposed, from a heart condition to simple misadventure in the currents.19


The obituaries that followed praised his work in logic first and economics second. This was, from the perspective of posterity, exactly backwards. Jevons's logic was important but incremental — he refined and popularized Boolean methods, and the Logical Piano was a brilliant curiosity, but formal logic would have advanced along roughly similar lines without him. His economics, by contrast, was foundational. The marginal revolution that he helped launch — independently of Léon Walras in France and Carl Menger in Austria, all three arriving at similar ideas at roughly the same time — would entirely remake the discipline.20


But perhaps the obituarists were responding to something real, even if they got the ranking wrong. The Logical Piano was visible in a way that marginal utility theory was not. You could see it, touch it, watch it work. It was a physical object that embodied an intellectual claim: that the operations of reason could be mechanized. And that claim — Jevons's claim, building on Babbage, going beyond Lovelace — turned out to be more consequential than anyone in 1882 could have imagined.

Today, the machines have gotten rather better. They have moved from Boolean syllogisms to natural language, from wooden keys to silicon, from the parlor demonstrations of the Royal Society to the server farms that power modern artificial intelligence. The question Jevons raised — whether "material machinery" could rival human thought — is no longer theoretical. It is industrial. It is economic. It is, in a way Jevons would have appreciated, amenable to measurement.

He would have wanted to measure it. He would have collected the data, built a table, looked for the pattern. That is what Jevons did. That is who Jevons was: a man who believed that if something was real, it could be quantified, and if it could be quantified, it could be understood. Whether he was right about that — whether understanding and quantification are truly the same thing — is yet another question he bequeathed to us, along with the paradox, the piano, and the unshakable suspicion that the mind can build its own rival.





Notes

1 Lovelace's Notes, appended to her translation of Luigi Menabrea's article on Babbage's Analytical Engine, were published in Taylor's Scientific Memoirs in 1843. Note G, the longest and most famous, contained what is often considered the first computer program — an algorithm for computing Bernoulli numbers. The question of how much of the intellectual content was Lovelace's versus Babbage's has been debated for over a century; the scholarly consensus, supported by surviving correspondence, is that the ideas in the Notes were substantially her own, though Babbage contributed technical details. ↩

2 This passage from Note A has been called "Lady Lovelace's Objection" and was directly addressed by Alan Turing in his 1950 paper "Computing Machinery and Intelligence," where he argued that Lovelace's claim rested on an insufficiently examined assumption about the nature of origination. Turing suggested that a machine might surprise its creator precisely because the creator cannot fully foresee all consequences of the instructions given. ↩

3 The Logical Abacus was the simpler device, demonstrated in 1866; the Logical Piano, a more refined mechanism demonstrated before the Royal Society in January 1870, could mechanically solve any syllogism in Boolean logic by pressing keys representing premises and reading the valid conclusions from a display. A surviving example is held at the Museum of the History of Science in Oxford. ↩

4 The Unitarian contribution to British intellectual life was wildly disproportionate to their numbers. Besides Wedgwood and Priestley, the tradition produced Charles Darwin's family (on the Wedgwood side), Elizabeth Gaskell, Florence Nightingale, and many of the founders of the industrial Midlands. Their exclusion from Oxford and Cambridge until the repeal of the Test Acts pushed them toward practical education and dissenting academies, which often offered more modern curricula than the ancient universities. ↩

5 William Roscoe (1753-1831) was a banker, historian, and MP for Liverpool who wrote celebrated biographies of Lorenzo de' Medici and Pope Leo X. His personal library of some 30,000 volumes was dispersed when his bank failed, but significant portions were acquired by the Liverpool Athenaeum and what is now the Liverpool Central Library. The bibliophilic gene, it seems, ran deep. ↩

6 Keynes's assessment appears in his biographical essay on Jevons, originally published in the Journal of the Royal Statistical Society in 1936, later collected in Essays in Biography. Keynes was remarkably generous about Jevons's contributions given that Jevons had been sharply critical of John Stuart Mill, whom the elder generation of Cambridge economists venerated. ↩

7 Jevons's personal journals, held at the John Rylands Library at the University of Manchester, run to thousands of pages. He kept meticulous records and made lists obsessively. They document everything from his daily expenditures (tracked with accountant-like precision) to his meteorological observations, price statistics, and observations of chemical reactions and particle behavior. He also recorded his attempts to correlate sunspot cycles with commercial crises — an idea that earned him considerable ridicule but which anticipated, in crude form, later work on how exogenous shocks affect economic systems. ↩

8 Jevons published observations on the motion of particles (which he called "pedesis," from the Greek for "leaping") in an 1870 paper. He attributed the motion primarily to thermal convection currents rather than to molecular bombardment, which Einstein and Smoluchowski would correctly identify in 1905-1906. Jevons was wrong about the cause but right that the phenomenon was physically significant and deserving of systematic study — a reasonable outcome for a man working decades before statistical mechanics was fully developed. ↩

9 Jevons had been studying at University College London under the chemist Thomas Graham and the mathematician Augustus De Morgan — the latter being a major figure in the development of formal logic and a direct influence on Jevons's later work. The position at the Sydney Mint, offering a salary of £500 per year, was too lucrative for a cash-strapped young man to refuse, despite the five-month voyage and the isolation from European intellectual life. ↩

10 Jevons was among the earliest serious photographers in Australia. His photographs, taken between 1856 and 1859, are among the earliest surviving photographic records of Sydney and are now held by the State Library of New South Wales and the Museum of Applied Arts and Sciences in Sydney. He was a serious amateur who experimented with both daguerreotype and wet-plate collodion processes. His images are now held by archives as historical documents. ↩

11 Jevons presented a brief version of his theory at the British Association for the Advancement of Science meeting in Cambridge in 1862. It attracted almost no attention. His full treatment, The Theory of Political Economy, was not published until 1871, by which time Walras and Menger had independently arrived at similar conclusions — a remarkable case of simultaneous discovery that suggests the idea was, in some sense, ripe for the picking. ↩

12 The history of resource depletion predictions is a graveyard of confident forecasts. The Club of Rome's The Limits to Growth (1972) and Paul Ehrlich's The Population Bomb (1968) are the most famous twentieth-century examples. Jevons at least had the virtue of being specific and transparent about his methodology. ↩

13 The modern literature on the Jevons Paradox (sometimes called the "rebound effect") is vast. The strong form — that efficiency improvements always increase total resource consumption — is not universally supported. But substantial rebound effects have been documented in energy use, water consumption, and computing resources. ↩

14 Gladstone referenced The Coal Question in the House of Commons in April 1866 and appointed a Royal Commission on coal supplies, making Jevons a public figure almost overnight. ↩

15 The philosopher and logician Augustus De Morgan, Jevons's former teacher, was skeptical of the Logical Piano, arguing that mechanizing logic did not illuminate the nature of reasoning but merely automated a clerical task. This objection — that a machine performing an operation is categorically different from a mind performing the same operation — prefigures the Chinese Room argument that John Searle would make more than a century later, in 1980. ↩

16 Jevons was careful to note that the Logical Piano itself was not mind-like, but merely that the existence of a formal, mechanical procedure for reasoning demonstrated what he called "no obvious theoretical barrier" to the mechanization of thought. This distinction — between a device that executes reason and a device that embodies reasoning — would preoccupy philosophers and logicians for the next century. ↩

17 Turing's famous response to what he called "Lady Lovelace's Objection" appears in his 1950 paper "Computing Machinery and Intelligence." Turing proposed that machines could "surprise" us not through origination but through the sheer computational complexity of their operations—they might execute our instructions flawlessly but in ways we cannot predict without running the program. This shifted the philosophical ground from metaphysical origination to epistemic unpredictability. ↩

18 The question of machine origination has been formalized in computer science as "the Lovelace Test," proposed by Selmer Bringsjord, Paul Bello, and David Ferrucci in 2001 as an alternative to the Turing Test. Under the Lovelace Test, a machine demonstrates intelligence only if it produces an output that its designers cannot explain by reference to its code and inputs — that is, only if it genuinely surprises in a way that cannot be reduced to the execution of known instructions. No system has yet clearly passed this test, though the increasingly unpredictable outputs of large language models make the question pressing. ↩

19 The circumstances of Jevons's death remain genuinely mysterious. He drowned while bathing at Bulverhythe, near Hastings, on August 13, 1882. He was reportedly a competent swimmer. Some biographers have speculated about a possible seizure or cardiac event; others have noted that the tidal conditions at that stretch of coast can be treacherous. His wife, Harriet, survived him by nearly fifty years. ↩

20 The "marginal revolution" — the near-simultaneous development of marginal utility theory by Jevons (1871), Walras (1874), and Menger (1871) — is one of the most striking cases of independent co-discovery in the history of social science. All three arrived at the idea that economic value depends on the marginal (incremental) unit rather than the total stock, but they came from entirely different intellectual traditions: Jevons from British empiricism and utilitarianism, Walras from French mathematical economics, and Menger from the Aristotelian tradition of German-language philosophy. ↩

Chapter 7

Jevons's Paradox and the Average Revolution

In this chapter we discuss Jevons’s Paradox and its modern echoes in AI efficiency, the DeepSeek moment of January 2025, Semmelweis and the cost of ignoring evidence, the tension between marginal and average thinking, and why Victorian paradoxes are the operating system of the future.


      In January 2025, the Chinese AI lab DeepSeek released a model that appeared to match the performance of far more expensive American competitors — at a fraction of the cost. Tech stocks briefly tumbled. Commentators rushed to declare that the age of massive AI investment was over: if you could do the same work with less, surely we would need fewer chips, less energy, smaller data centers. Within hours, Satya Nadella, CEO of Microsoft, posted a single corrective on social media: "Jevons paradox strikes again!" 1


He was invoking a Victorian economist who had been dead for nearly a century and a half. And he was exactly right.

◆

William Stanley Jevons published The Coal Question in 1865, when he was thirty years old and still scrambling for professional recognition. 2 The book posed a deceptively simple question: as Britain's steam engines grew more efficient, burning less coal per unit of output, would the nation's coal reserves last longer? The intuitive answer — yes, obviously — was wrong. Jevons demonstrated that every improvement in the efficiency of coal use had historically been followed by an increase in total coal consumption. The better you got at using a resource, the more of it you used, because efficiency lowered the effective price, which expanded demand into new applications and new markets. The improved steam engine of James Watt did not conserve coal. It made coal the foundation of industrial civilization. 3



This is the Jevons Paradox, and it remains one of the most counterintuitive and durable ideas in economics. It is also, in our present moment, one of the most relevant. When DeepSeek showed that powerful AI could be run cheaply, the correct inference was not that the world would spend less on AI. It was that AI would become so affordable that it would be embedded in everything — every appliance, every workflow, every throwaway consumer app. Cheaper AI means more AI, not less. Nadella understood this because the logic is the same logic Jevons laid out about coal in the age of Palmerston.

But the most sweeping empirical confirmation of the Jevons Paradox was assembled not in the nineteenth century but in the twentieth, by the economist William Arthur Nordhaus, and it concerned not coal but something even more elemental: light.

◆

The Economics of Light: A Four-Thousand-Year Experiment

William Nordhaus traced the true cost of illumination from ancient lamps to modern bulbs, revealing how efficiency multiplies consumption.

Nordhaus wanted to understand the true history of economic progress — not as measured by GDP or industrial output, but by the actual cost of something human beings have needed since the first campfire. He chose illumination. 4 His project was almost absurdly ambitious in its temporal scope: he traced the cost of producing light from Babylonian sesame oil lamps around 1750 BC through to the compact fluorescent bulbs of the 1990s, a span of nearly four thousand years. The findings were staggering.


A Babylonian burning sesame oil in a clay lamp got roughly 24 minutes of light for a day's labor. A Roman with a tallow candle did somewhat better. A Victorian with a kerosene lamp did better still. But the gains were gradual and grinding for most of human history. Then came the revolutions: gas lighting, the incandescent bulb, the fluorescent tube. By the late twentieth century, an hour's labor at the average American wage could purchase roughly 20,000 lumen-hours of illumination. The efficiency gain over the full four millennia was on the order of 500,000-fold. 5


Now here is the question that Jevons would have asked: did we use less energy on lighting? Did the plummeting cost of a lumen-hour mean that humanity consumed fewer resources to see in the dark?

The answer, of course, is the opposite. The Babylonian lit a single lamp in a single room for a few precious minutes each evening. The medieval peasant might have a single rushlight. The Georgian household had candles, but used them sparingly — they were expensive, they smelled, they dripped. As late as the early nineteenth century, most human beings lived in something close to darkness after sunset. Then gas lamps arrived and cities began to glow. Then Edison's bulb, and the interior of the home was transformed. Then neon, and the commercial streetscape became a theater of light. Today we have Times Square, which pumps out roughly 161 million lumens across its billboards and screens, burning continuously, and nobody considers this particularly remarkable. 6 We have office buildings that stay fully illuminated through the night with no one inside. We have highways ribboned with sodium vapor for hundreds of miles through empty desert.


The 500,000-fold improvement in the efficiency of producing light did not reduce humanity's energy expenditure on illumination. It increased it by orders of magnitude. We went from 24 minutes of dim, flickering sesame-oil light per day to a civilization that is visible from space. This is the Jevons Paradox operating across the longest time horizon anyone has ever measured. And it tells us something profound about efficiency, demand, and human appetite: making a good thing cheaper does not sate the desire for it. It reveals how much desire was always there, suppressed by cost. The Babylonian did not want only 24 minutes of light. He wanted what we have. He simply could not afford it.

◆

Two Revolutions Hidden Inside One

Jevons's marginalism came packaged with empiricism and averageism, sowing the seeds of a theoretical tension.

Jevons is remembered today, when he is remembered at all, primarily for this paradox and for his role in the marginal revolution — the near-simultaneous discovery, by Jevons in England, Carl Menger in Vienna, and Léon Walras in Lausanne, that economic value is determined not by total utility but by marginal utility, the value of the last unit consumed. 7 But Tyler Cowen has argued, persuasively, that Jevons was really leading two revolutions at once, and that understanding the second one — what we might call the "average revolution" — is essential to understanding why his version of marginalism ultimately prevailed.


To see what this means, we need to step back to the peculiar figure of Adolphe Quetelet.

Quetelet was a Belgian astronomer and statistician who, in the 1830s and 1840s, hit upon an idea that would reshape the social sciences. Astronomers had long understood that when you take many observations of a star's position, the measurements cluster around a central value — the true position — in a pattern we now call the normal distribution, or the bell curve. Quetelet's great move was to apply the same logic to human beings. He collected vast quantities of data on human height, weight, chest circumference, crime rates, marriage rates, and mortality, and found that these too clustered around central values in approximately normal distributions. From this he derived the concept of l'homme moyen — the "average man" — a statistical fiction who nonetheless, Quetelet believed, represented the deep tendency of a society. 8


The idea was enormously influential. It suggested that social life was governed by regularities as lawlike as those of astronomy. It gave reformers and governments a tool — the average — with which to describe and compare populations. And it shaped the entire statistical enterprise of the nineteenth century. When people collected data and summarized it, they computed means. When they looked for patterns, they looked at how averages changed over time. The intellectual world Jevons inherited was saturated with averageism, with the conviction that the average was the deep truth lurking behind the noise of individual variation.

Jevons absorbed this thoroughly. His work on index numbers — the attempt to construct a single measure of the "average" price level from many individual prices — was, in the judgment of later economists, "as careful and intelligent a piece of empirical work as can be found" in the economics of the period. 9 Jevons did not merely compute arithmetic means of prices. He explored the properties of geometric means, considered weighting schemes, and thought hard about what an index number was actually measuring. This was not a sideline to his theoretical work. It was an expression of the same intellectual temperament: the desire to find patterns in data, to reduce complexity to manageable summaries, to discipline speculation with measurement.


From his index number work came a practical proposal that was ahead of its time by roughly a century: the tabular standard. Jevons suggested that long-term contracts — debts, wages, rents — should be indexed to the price level, so that inflation and deflation would not arbitrarily redistribute wealth between creditors and debtors. 10 The idea was elegant, technically sophisticated, and almost entirely ignored in his lifetime. It would not be widely adopted until the inflation crises of the 1970s forced governments to take indexation seriously. But it shows Jevons operating in a mode quite different from the abstract theorizing of marginal utility. He was in the data, building tools, trying to make economics useful in a direct and practical sense.


And then there were the sunspots.

Jevons became convinced, late in his career, that business cycles were driven by periodic variations in solar activity — specifically, by the roughly eleven-year sunspot cycle, which he believed affected harvests, which in turn affected commercial activity and credit conditions. 11 He was wrong. The correlation was spurious, or at best vastly overstated. But the enterprise was revealing. Jevons was trying to do something that no economist before him had seriously attempted: to find the physical cause of an economic phenomenon, to link the rhythms of commerce to the rhythms of nature. He wanted economics to be a science in the same sense that astronomy was a science — quantitative, predictive, grounded in observable regularities. He sought to unify the social and natural sciences at a time when the dominant tradition, represented by John Stuart Mill and John Elliott Cairnes, held that economics was a fundamentally different kind of inquiry from physics, because it dealt with human purposes and choices rather than with blind mechanical forces.


This is what Cowen means when he says that The Theory of Political Economy was really a plea for two distinct revolutions. The first revolution — marginal utility — was about the theory of value. The second revolution — what we are calling the average revolution — was about method. Jevons wanted economics to be empirical, statistical, data-driven, modeled on the natural sciences. He wanted it to traffic in index numbers and correlations and testable hypotheses. He wanted, in short, something recognizable to us as modern quantitative economics.

◆

When Method Devours Theory

Empiricism's rise turned marginalism inward, replacing radical subjectivism with aggregate averages.

Here is the irony that Cowen draws out with characteristic relish: the two revolutions were in tension with each other, and eventually the second would undermine the first.

Marginalism is, at its core, about the individual. It says that value arises from the subjective experience of the last unit consumed, and that this experience differs from person to person, moment to moment. My marginal utility for a glass of water depends on how thirsty I am, what else I could spend my money on, my particular tastes and history. There is nothing "average" about it. The marginal revolution was a revolution precisely because it moved economics away from aggregate, objective measures of value — like the labor theory of value, which said that a good was worth the average labor time embodied in it — and toward the irreducibly individual and subjective.

But the average revolution pulled in the opposite direction. If your method is to collect data, compute means, build index numbers, and look for statistical regularities, you are necessarily averaging over individuals. You are doing exactly what Quetelet did: treating the variation as noise and the central tendency as signal. And the more successful the average revolution became — the more economists invested in national income statistics, price indices, macroeconomic aggregates — the less room there was for the radical subjectivism that marginalism, in its purest form, implied.

This is what Cowen means by the arresting claim that "the Jevons strand of marginalism contained the seeds of its own destruction." 12 Jevons won the race — his version of marginalism gained traction faster than Menger's, spread more widely, became more influential in the English-speaking world — precisely because it was packaged with empiricism, with data, with the tools of the average revolution. Economists could adopt Jevons's marginal utility theory while simultaneously doing the kind of statistical, aggregate, average-focused work that felt like real science. But in the long run, the averageism swallowed the marginalism. The discipline moved toward macroeconomics, toward representative agents, toward models in which individual subjective experience was averaged away into aggregate demand curves and national accounts. Jevons's marginalism was the Trojan horse that brought averageism inside the gates of economic theory, and averageism, once inside, took over the city.


Menger, by contrast, was a purer marginalist. His economics was built more firmly on individual choice, on subjective valuation, on the logical structure of human action. He did not traffic in index numbers or sunspot correlations. He did not seek to unify economics with physics. His tradition — carried forward by Eugen von Böhm-Bawerk, Friedrich Wieser, Ludwig von Mises, and Friedrich Hayek — maintained the radical individualism of the marginal insight more faithfully. 13 But precisely because it lacked the empiricist packaging, it was slower to spread and easier to marginalize (no pun intended) as the discipline professionalized around data and measurement in the twentieth century.


◆

The Systematizer's Advantage

Jevons won not because he invented marginalism, but because he integrated it into a complete program.

Jevons did not arrive at his theoretical innovations in isolation. He had precursors — thinkers who had glimpsed pieces of the marginal idea before he assembled them into a system. Richard Jennings, an obscure English writer, had discussed the diminishing intensity of wants in the 1850s. Henry Dunning Macleod had played with related ideas in his idiosyncratic writings on credit and banking. Dionysius Lardner, a prolific popularizer of science, had discussed demand curves in the context of railway pricing. And Fleeming Jenkin, a Scottish engineer better known for his work on telegraphic cables, had independently developed supply-and-demand diagrams that anticipated much of what Jevons would formalize. 14


What Jevons brought that these precursors lacked was not any single idea but a vision — a sense of where the whole picture was headed. He saw that marginal utility, mathematical formalization, statistical method, and empirical investigation were all parts of a single program for remaking economics as a rigorous science. He was, in Cowen's word, a systematizer. He could take scattered intuitions and partial insights and arrange them into a coherent intellectual architecture. This is a rarer and more important talent than originality in the narrow sense. Many people have good ideas. Very few can see how the ideas fit together and what they imply for a field as a whole.

This systematizing vision is why Jevons prevailed — not because his version of marginal utility theory was more correct than Menger's or Walras's, but because it came embedded in a larger program that the economics profession found irresistible. It offered theory and measurement, abstraction and data, the elegance of mathematics and the respectability of empirical science. It was, in marketing terms, the full package. And like many full packages, it involved compromises that would only become apparent with time.

◆

The Paradox Applies Everywhere

Efficiency gains in thought itself follow the same pattern: cheaper theory means more theory, more application, more everything.

Return, for a moment, to the Jevons Paradox and the history of light. There is a deep structural similarity between what happened with illumination and what happened with marginalism itself.

Jevons made economic theory more efficient — more compact, more rigorous, more powerful per unit of intellectual effort. You might have expected this to mean that less theorizing would be needed, that economics would settle into a stable body of established truths. Instead, cheaper theory meant more theory. The efficiency of Jevons's mathematical approach opened up vast new domains of application. Economics expanded into every corner of social life — into law, politics, family structure, crime, religion — precisely because the marginal framework made it cheap to generate economic analyses of almost anything. 15 The Jevons Paradox applies not only to coal and light and computing power. It applies to ideas themselves. Make a mode of thought more efficient, and you do not get less thinking. You get Times Square.


Satya Nadella was right to invoke Jevons in January 2025. But the paradox runs even deeper than he suggested. It is not merely that cheaper AI will produce more AI. It is that every great efficiency gain in history — in energy, in illumination, in computation, in economic reasoning itself — has followed the same pattern. We do not economize on what becomes cheap. We feast. The Babylonian with his sesame lamp could not have imagined Times Square. Jevons with his coal tables could not have imagined a world saturated with marginal analysis. But the logic was already there, waiting, in the simple observation that when something becomes easier, we do not do less of it. We discover, at last, how much of it we always wanted to do.





Notes

1 Nadella's tweet, posted on January 27, 2025, read: "Jevons paradox strikes again! As AI gets more efficient and accessible, we will see its use skyrocket — driving even more demand for energy and chips." It became one of the most-cited economic references in tech discourse that year. ↩

2 Jevons (1835–1882) had an unusual path to economics. He spent five years as an assayer at the Sydney Mint in Australia before returning to England to pursue academic work. His time in Australia, meticulously observing commodity flows and weather patterns, shaped his lifelong commitment to empirical method. ↩

3 Watt's separate condenser, patented in 1769, roughly doubled the fuel efficiency of the Newcomen engine. Coal consumption in Britain subsequently increased roughly tenfold between 1800 and 1860, as the improved engine made coal economical for factories, railways, and steamships that the Newcomen engine could never have powered. ↩

4 Nordhaus published his findings in "Do Real-Output and Real-Wage Measures Capture Reality? The History of Lighting Suggests Not" (1996). The paper was also a critique of conventional price indices, arguing that they drastically understated long-run improvements in living standards by failing to account for quality changes — a point with clear Jevonsian resonance. ↩

5 The exact magnitude depends on assumptions about labor costs and lighting technology at various points, but Nordhaus's central estimates suggest that the "true" price of light fell by a factor of between 100,000 and 500,000 over the full period. Conventional price indices, by contrast, would have suggested a decline of only about 1,000-fold over the same span — understating the true gain by two to three orders of magnitude. ↩

6 Times Square's actual luminous output is difficult to measure precisely and changes constantly as displays are upgraded, but estimates from lighting engineers have placed it in the range of 150–200 million lumens on a typical evening. For comparison, a single Babylonian sesame oil lamp produced roughly 1–2 lumens. ↩

7 The "marginal revolution" is conventionally dated to 1871–1874: Jevons's Theory of Political Economy appeared in 1871, Menger's Grundsätze der Volkswirtschaftslehre also in 1871, and Walras's Éléments d'économie politique pure in 1874. The near-simultaneity of these independent discoveries has fascinated historians of science as a case of "multiple discovery." ↩

8 Quetelet's Sur l'homme et le développement de ses facultés, ou Essai de physique sociale (1835) introduced l'homme moyen. The concept was controversial from the start — Antoine Augustin Cournot objected that an "average" of multiple traits might describe no actual human being, and the statistician Francis Galton would later redirect the tradition away from averages and toward the study of variation itself. ↩

9 The quotation is attributed to the assessment of Jevons's index number work by later historians of economic thought. Jevons published his major contribution to this field in "A Serious Fall in the Value of Gold Ascertained, and Its Social Effects Set Forth" (1863), which used a geometric mean of price ratios — a methodological choice that remains defensible and is still debated by index number theorists today. ↩

10 Jevons's tabular standard proposal appeared in Money and the Mechanism of Exchange (1875). Irving Fisher would later champion a similar idea with his "compensated dollar" plan in the early twentieth century. Inflation-indexed government bonds — such as U.S. Treasury Inflation-Protected Securities (TIPS), introduced in 1997 — are a direct descendant of this line of thinking. ↩

11 Jevons presented his sunspot theory in several papers in the late 1870s, most notably "The Solar Period and the Price of Corn" (1875) and "Commercial Crises and Sun-Spots" (1878). He struggled to make the periodicity match — the sunspot cycle is approximately 11.1 years, and Jevons adjusted his estimates of the commercial cycle several times to improve the fit. His son, H. Stanley Jevons, continued the research after his father's death, with similarly inconclusive results. ↩

12 This is one of Cowen's most striking interpretive claims. The argument is that by embedding marginalism within a broader empiricist program, Jevons made it palatable to a profession that would eventually use the empiricist tools to build macroeconomic models — Keynesian and otherwise — in which the subjective, individualist core of marginalism was largely set aside. ↩

13 The Austrian school's trajectory after Menger illustrates the cost of methodological purity. While the Austrians maintained a more rigorous commitment to subjective value theory and methodological individualism, they increasingly found themselves outside the mainstream as economics professionalized around econometrics and statistical testing in the mid-twentieth century. The famous Methodenstreit between Menger and the German Historical School was, in a sense, a preview of this larger tension. ↩

14 Fleeming Jenkin's "The Graphic Representation of the Laws of Supply and Demand" (1870) is a particularly interesting case. Published just a year before Jevons's Theory, it presented supply-and-demand curves in a form remarkably close to what would become standard in textbooks. Jenkin was a professor of engineering at the University of Edinburgh and is perhaps better remembered today as the man who gave Robert Louis Stevenson his first encouragement as a writer. ↩

15 The expansion of economic reasoning into non-market domains is most associated with Gary Becker and the "Chicago school" of the mid-to-late twentieth century. Becker applied price theory to marriage, crime, discrimination, and addiction. Whether this constitutes an intellectual Jevons Paradox or merely intellectual imperialism remains a matter of some debate. ↩

Chapter 8

Seeing Around Corners

In this chapter we discuss intellectual blindness and paradigm shifts through the stories of Semmelweis and Jevons, why structural conditions determine whether evidence is accepted or rejected, and the difficulty of seeing around conceptual corners.


      ◆

There is a particular kind of frustration that belongs only to those who have seen something true before anyone else is willing to believe it. It is not the frustration of ignorance — that is merely the human condition, and most of us bear it cheerfully enough, unaware of what we do not know. No, the sharper agony belongs to the person who does know, who can demonstrate what they know, who can point to the evidence and say look, and who watches as the world shrugs, scoffs, and looks away. This chapter is about that agony, about the curious difficulty of seeing around conceptual corners, and about what the long struggle for marginalist economics can teach us regarding the architecture of human understanding itself.

We have traced, across the preceding chapters, the slow assembly of an idea. We have watched Jevons construct his theory of marginal utility, watched Menger build his own version from different foundations in Vienna, watched Walras raise the same edifice in Lausanne. By 1871, the marginalist revolution had arrived — or so we might say, with the comfortable hindsight of a century and a half. But revolutions, it turns out, are only revolutionary in retrospect. At the time, they are mostly ignored.

◆

The Sound of One Hand Clapping

Why brilliant economists rejected marginalism despite overwhelming evidence it was superior.

The Sound of One Hand Clapping

When Jevons published The Theory of Political Economy in 1871, he had every reason to expect that the intellectual world would take notice. He was not an unknown figure. His work on logic was respected. His earlier papers on utility theory, presented to the British Association for the Advancement of Science in 1862, had laid the groundwork. The book itself was lucid, ambitious, and correct in its essential claims. Jevons had, in effect, handed British economics the key to its own future.

British economists declined to use it.

The reception was not merely cool; it was actively hostile in some quarters and bafflingly indifferent in others. John Elliott Cairnes, one of the most prominent economists of the day and a devoted disciple of John Stuart Mill, published a review that treated Jevons's work as a kind of intellectual trespass — an unwelcome intrusion of mathematics into a domain where literary reasoning had served perfectly well, thank you very much. 1 Cairnes did not merely disagree with Jevons; he seemed offended by the very premise that economics might benefit from the language of calculus and differential equations. The discipline had its methods, its authorities, its settled conclusions. What need was there for this?


More damaging, perhaps, was the response of Alfred Marshall, who would eventually become the most influential economist in the English-speaking world. Marshall's review of Jevons was, in John Maynard Keynes's memorable phrase, "tepid and grudging." 2 This was characteristic of Marshall, who had an extraordinary talent for absorbing other people's ideas, refining them, and presenting them as his own natural extensions of the tradition — all while giving the original innovator the bare minimum of credit. Marshall would eventually incorporate marginalist thinking into his own great synthesis, but he would do so in a way that obscured how radical the break with classical economics truly was. He preferred evolution to revolution, continuity to rupture. This was intellectually dishonest in some respects, but it was also effective politics. Marshall understood, as Jevons perhaps did not, that the economics profession was a social institution as much as an intellectual one, and that institutions do not change their minds — they change their personnel.


The slow spread of marginalism within the profession is genuinely startling to contemplate. One might assume that a correct and demonstrably superior theory would propagate rapidly, the way a new technology displaces an older one. But ideas are not technologies. They do not arrive with a user manual and a clear competitive advantage visible to any consumer. They require interpretation, contextualization, and above all, a willingness on the part of the audience to abandon previously held beliefs — which is to say, they require a kind of intellectual death and rebirth that most people find profoundly uncomfortable. As late as 1889, nearly two decades after the simultaneous publications of Jevons, Menger, and Walras, Richard T. Ely published an introductory economics textbook in the United States that did not include marginalist theory. 3 Eighteen years. An entire generation of economics students trained without exposure to the very ideas that would define their field for the next century.


The New York Times, of all institutions, proved more perceptive than most of the economics profession. The newspaper recognized something significant in Jevons's work — a quality of genuine novelty, of paradigm-shifting importance — that eluded many of those who should have been best positioned to appreciate it. There is a lesson here about expertise and its limitations: sometimes the expert's deep investment in the existing framework is precisely what prevents them from recognizing the framework's replacement. The generalist, unburdened by years of commitment to classical political economy, could see what the specialist could not.

◆

The Tragedy of Clean Hands

How a physician discovered the cause of childbed fever but faced rejection because the medical establishment couldn't accept the findings.

The Tragedy of Clean Hands

How a physician discovered the cause of childbed fever but faced rejection because the medical establishment couldn't accept the findings.

To understand why correct ideas so often fail to propagate, it helps to look beyond economics, to a case where the stakes were not merely intellectual but existential — where the cost of conceptual blindness was measured not in flawed textbooks but in dead mothers.

In 1847, a Hungarian physician named Ignaz Semmelweis was working at the Vienna General Hospital, one of the most prestigious medical institutions in Europe. The hospital's maternity ward was divided into two clinics. The First Clinic, staffed by medical students and doctors, had a maternal mortality rate that hovered around ten percent — and sometimes spiked much higher. The Second Clinic, staffed by midwives, had a mortality rate roughly three times lower. This discrepancy was well known. Expectant mothers begged not to be admitted to the First Clinic. Some preferred to give birth in the streets rather than enter its doors. 4


Semmelweis was haunted by this disparity. He considered and discarded various explanations — overcrowding, ventilation, laundry practices, the position in which women gave birth. None of them held up. The breakthrough came when his friend and colleague Jakob Kolletschka died after being accidentally cut with a student's scalpel during an autopsy. Kolletschka's autopsy revealed pathological changes identical to those Semmelweis had observed in the women who died of childbed fever. The connection was suddenly, horribly clear: the medical students and doctors in the First Clinic were going directly from performing autopsies on cadavers to examining living patients. They were carrying death on their hands.

Semmelweis instituted a policy requiring all medical personnel to wash their hands in a solution of chlorinated lime before examining patients. The results were immediate and dramatic. The mortality rate in the First Clinic plummeted from roughly ten percent to under two percent. In some months, it fell to zero. Here was evidence as unambiguous as evidence can be: a simple intervention, a clear mechanism, a measurable outcome. Wash your hands, and women stop dying.

The medical establishment rejected it.

The reasons for the rejection were multiple and overlapping, and they bear an uncomfortable resemblance to the reasons the economics establishment rejected marginalism. Semmelweis was, in effect, telling doctors that they were killing their patients — that their own hands were the vectors of disease. This was not merely an intellectual claim; it was a moral accusation, and it was received as such. Doctors were gentlemen. Gentlemen's hands were clean by definition. The very idea that a physician could carry invisible poisons from a corpse to a living patient was, within the framework of contemporary medical theory, literally nonsensical. There was no germ theory yet, no understanding of microorganisms, no conceptual apparatus within which Semmelweis's observations could be made intelligible. He had the right answer, but the right answer existed in a theoretical vacuum. It was a fact without a home.

This is the cruelest form of the problem: being right in a way that the existing conceptual framework cannot accommodate. Jevons faced a version of this as well. His mathematics was sound, his observations about diminishing marginal utility were correct, but classical political economy had no place for them. The labor theory of value, inherited from Smith and Ricardo and canonized by Mill, was not merely a theory — it was the theory, the foundation upon which the entire edifice of economic reasoning rested. To accept Jevons was not to add a new room to the house; it was to question the foundation itself. And people who live in a house are rarely enthusiastic about having its foundation questioned.

Semmelweis did not handle rejection well. Where Jevons maintained a kind of stoic determination — "The one thing requisite to me is invincible determination & perseverance," he wrote, and he meant it — Semmelweis grew bitter, combative, and erratic. 5 He wrote furious open letters to obstetricians across Europe, accusing them of murder. He was not wrong, exactly, but being right in an abrasive way is often less effective than being wrong in a collegial one. He was dismissed from his position in Vienna, returned to Budapest, and eventually, his behavior growing increasingly unstable, was committed to a mental asylum, where he died in 1865 at the age of forty-seven. The cause of death was, with grim irony, an infection — possibly contracted from a beating administered by asylum guards, possibly from a wound sustained during his final days of practice. He died of the very thing he had spent his life trying to prevent.


Semmelweis's dilemma was not merely personal; it was structural. A theory that requires its audience to acknowledge themselves as part of the problem will be resisted no matter how sound the evidence. The parallel to economics is precise: marginalism required economists to admit that the classical edifice — the labor theory of value, the normative concept of "natural" prices — rested on foundations that were not merely incomplete but wrong. Ideas that demand institutional self-criticism spread slowly, not because they lack evidence, but because accepting them comes at a cost the existing establishment is unwilling to pay.

◆

The Architecture of Blindness

Why intelligence alone doesn't guarantee seeing important truths—the conceptual frameworks we inhabit determine what remains invisible.

The Architecture of Blindness

Why intelligence alone doesn't guarantee seeing important truths—the conceptual frameworks we inhabit determine what remains invisible.

What these stories reveal is something important about the structure of human understanding. We tend to think of intellectual progress as a matter of intelligence — that sufficiently smart people will see the truth, and that the failure to see the truth reflects a failure of intellect. But this is not what the historical record shows. The doctors who rejected Semmelweis were not stupid. John Elliott Cairnes was not stupid. Alfred Marshall was brilliant, perhaps the most naturally gifted economist of his generation. The problem was not intelligence but conceptual architecture — the frameworks within which intelligence operates.

Consider an analogy. Euclid, working in Alexandria around 300 BC, compiled and systematized the geometry of the ancient world in his Elements, one of the most influential books ever written. Euclid was, by any measure, a genius. His work remained the standard text on geometry for over two thousand years. And yet Euclid was entirely unaware of non-Euclidean geometry — of the possibility that his fifth postulate, the parallel postulate, might be denied, and that doing so would yield perfectly consistent alternative geometries. 6 This was not because Euclid was insufficiently clever. It was because the conceptual space in which non-Euclidean geometry exists was simply not visible from where he stood. He could not see around that particular corner.


The metaphor of corners is apt. In a city, you can be standing very close to something — a building, a park, a river — and be completely unaware of its existence because a corner blocks your view. The obstruction is not in your eyes but in the geometry of the space you occupy. Intellectual corners work similarly. You can be very close to a major insight, possess all the raw materials necessary to construct it, and still fail to see it because the conceptual landscape you inhabit has a bend in it that hides the truth from view.

What makes economics particularly susceptible to this problem is that marginalist reasoning is profoundly counterintuitive. The diamond-water paradox, which we explored in an earlier chapter, is the clearest illustration: why are diamonds, which are useless for sustaining life, so much more expensive than water, without which we would die? The classical economists had no good answer because they were looking at the wrong thing — total utility rather than marginal utility, the value of water in general rather than the value of the next glass of water. Once you see the distinction, it seems obvious. Before you see it, it is invisible.

This is the hallmark of a truly important conceptual corner: the insight seems trivially obvious once grasped and impossibly obscure before. There is no middle ground, no gradual dawning. You either see it or you don't, and the gap between seeing and not seeing can persist for decades, even centuries. The labor theory of value persisted for roughly a hundred years not because it was a good theory — its deficiencies were apparent even to its defenders — but because the alternative required a conceptual leap that most economists were not prepared to make.

◆

The Ecosystem of Discovery

Paradigm shifts require not just genius but material conditions, institutional freedom, and networks for ideas to circulate.

The Ecosystem of Discovery

Paradigm shifts require not just genius but material conditions, institutional freedom, and networks for ideas to circulate.

If seeing around corners is so difficult, what conditions make it possible? The history of marginalism offers some clues. It is not an accident that three thinkers arrived at essentially the same insight independently and nearly simultaneously. Jevons in Manchester, Menger in Vienna, Walras in Lausanne — three different countries, three different intellectual traditions, three different sets of motivations. What they shared was not a conversation but an environment: a mid-nineteenth-century Europe in which certain preconditions had been met.

First, there was financial support — not lavish, but sufficient. All three men had positions that allowed them to think, write, and publish, even if none of them was wealthy. Jevons had his professorship, Menger his academic appointment, Walras his post at Lausanne. A marginalist revolution could not have emerged from a society in which potential thinkers were too consumed by subsistence to theorize.

Second, there was intellectual independence — the freedom to dissent from orthodoxy without facing imprisonment or worse. This seems like a low bar, but it is one that most societies throughout most of history have failed to clear. The classical economists were powerful, and their displeasure could damage a career, but they could not destroy a person. Semmelweis's fate reminds us that even in nineteenth-century Europe, the consequences of heterodoxy could be severe — but they were social and professional consequences, not legal ones. The space for dissent existed, even if it was uncomfortable.

Third, there were networks — the journals, conferences, universities, and correspondence networks through which ideas could circulate, be tested, and be refined. Jevons could publish his theory in a book and have it reviewed, however unfairly, by his peers. Menger could engage with the German Historical School in the Methodenstreit. Walras could correspond with fellow mathematicians and economists across Europe. These networks were imperfect and often hostile, but they existed, and their existence meant that a good idea, once articulated, could not be entirely suppressed. It could be ignored for eighteen years, as in the case of Ely's textbook, but it could not be permanently buried.

The implication is that scientific revolutions — and the marginalist revolution was a scientific revolution, in every meaningful sense — are not simply the product of individual genius. They are ecosystem events. They require a particular conjunction of material conditions, institutional structures, and intellectual culture. Remove any one of these, and the revolution may not happen, or may happen much later, or may happen in a different form. 7


◆

Jevons's Perseverance

How temperament and timing allowed one thinker to see his ideas eventually prevail while another died obscured and broken.

Jevons's Perseverance

How temperament and timing allowed one thinker to see his ideas eventually prevail while another died obscured and broken.

In this light, Jevons's determination takes on a different quality. "The one thing requisite to me is invincible determination & perseverance," he wrote, and the word "invincible" deserves emphasis. Jevons was not merely patient; he was strategically relentless. He knew — could not have avoided knowing — that his contemporaries did not understand what he had done. He knew that Cairnes thought him misguided and that Marshall would absorb his ideas while minimizing his contribution. He knew that the classical framework, for all its deficiencies, had the weight of tradition and institutional inertia on its side. And he kept going.

The contrast with Semmelweis is instructive and poignant. Both men were right. Both men faced rejection. But Jevons had something Semmelweis lacked: a temperament suited to the long game. Semmelweis needed the world to acknowledge his discovery immediately, because women were dying every day that it went unacknowledged. The urgency was moral and medical, and it consumed him. Jevons, dealing with an intellectual revolution rather than a medical emergency, could afford to wait. He could publish, argue, refine, and trust that eventually the weight of evidence and logic would shift the profession's center of gravity. He did not live to see the full triumph of marginalism — he drowned in 1882, at the age of forty-six, a death as premature and senseless as Semmelweis's — but he had built well enough that the triumph came anyway. 8


Semmelweis's vindication, when it arrived, came from outside his own framework. It was not that doctors finally decided to believe his statistics. It was that Louis Pasteur and Joseph Lister developed germ theory, providing the conceptual architecture within which Semmelweis's observations finally made sense. The facts had not changed; the framework had. Once you understood that microorganisms caused infection, the idea that doctors should wash their hands before touching patients was not radical — it was obvious. The corner had been turned, and what had been invisible was now in plain sight.

This pattern — empirical discovery followed by theoretical vindication from an unexpected direction — appears again and again in the history of science. And it raises a question about the marginalist revolution that is worth considering: did marginalism triumph because economists were eventually persuaded by Jevons, Menger, and Walras, or because the broader intellectual environment shifted in ways that made mathematical and marginal reasoning seem natural rather than alien? The rise of statistical thinking, the prestige of physics, the growing mathematization of the social sciences — all of these created a climate in which Jevons's approach looked less like an eccentricity and more like the inevitable future. Perhaps revolutions succeed not when they convince the opposition but when they outlast it. 9


◆

Corners We Cannot See

Modern blindness about consciousness, growth, institutions, and AI reveals that today's frameworks hide major truths just as yesterday's did.

Corners We Cannot See

Modern blindness about consciousness, growth, institutions, and AI reveals that today's frameworks hide major truths just as yesterday's did.

All of this leads us to a question that, by its very nature, cannot be fully answered: are there major conceptual corners today that no one can see around?

The honest answer is almost certainly yes. If the history of ideas teaches us anything, it is that every era has its blind spots — assumptions so deeply embedded that they are invisible to those who hold them, frameworks so familiar that they feel like reality itself rather than like one particular way of organizing reality. The classical economists did not think they were operating within a framework; they thought they were simply describing how the world worked. The pre-Semmelweis doctors did not think they were operating within a paradigm of disease causation; they thought they understood disease. In both cases, the framework was invisible precisely because it was everywhere, like water to a fish.

What might our current blind spots be? It would be presumptuous to claim to know — if we could see the corners, they would not be corners. But we can identify some candidates, areas where the gap between our current understanding and some future understanding might be as large as the gap between classical and marginalist economics.

Consider our understanding of consciousness, which remains so primitive that we cannot even agree on what the problem is, let alone what a solution would look like. Consider our models of economic growth, which still struggle to account for the role of ideas, innovation, and culture in driving prosperity. Consider our understanding of institutions — why some societies develop functional ones and others do not, and why institutional quality seems to persist or decay in ways that resist simple explanation. In each of these areas, we may be in the position of pre-1871 economists: working within frameworks that are not merely incomplete but fundamentally misconceived, waiting for someone to show us what we cannot currently see.

The marginalists could not see that statistical aggregation would eventually swallow individualism because they lacked the computational tools that would make aggregation irresistible. We face our own version of this blindness. Modern economists cannot fully see what machine learning and AI will reveal about economic life, because we lack the conceptual framework to interpret what these tools are finding. Our blind spot is not stupidity but the gap between our measurement capabilities and our theoretical understanding — precisely the same gap that Jevons himself tried to close a century and a half ago.

The marginalist revolution offers both hope and caution. Hope, because it demonstrates that conceptual corners can be turned — that human beings are capable of genuine intellectual breakthroughs, of seeing what was previously invisible. Caution, because it reminds us how long the process takes, how much resistance it encounters, and how much human suffering can accumulate in the interim. The women who died in the First Clinic did not have the luxury of waiting for germ theory. The economies that could have benefited from marginalist insights in the 1870s and 1880s did not benefit from them, because the insights were stuck in unread books and unaccepted papers. 10


The lesson, if there is one, is not that we should be more open-minded — that is easy advice to give and nearly impossible to follow, since our closed-mindedness is by definition invisible to us. The lesson is structural. If we want to increase the rate at which important corners are turned, we need to invest in the ecosystem of discovery: financial support for thinkers who challenge orthodoxy, institutional protection for intellectual dissent, networks through which heterodox ideas can circulate and be tested. We need to create conditions in which the next Jevons can publish, the next Semmelweis can be heard, and the time between discovery and acceptance can be shortened from decades to years.

Jevons believed that invincible determination and perseverance were the requisites. He was right about himself. But a civilization cannot rely on the heroic temperament of individual geniuses. It must build systems that make heroism unnecessary — that allow correct ideas to propagate on their merits, without requiring their discoverers to sacrifice their careers, their sanity, or their lives. The marginalist revolution succeeded, eventually. But "eventually" is a word that conceals an enormous amount of unnecessary suffering, wasted potential, and preventable error. The question for our own time is whether we can do better — whether we can learn to see around corners a little faster, or at least learn to listen to those who claim they already have.

◆

    



Notes

1 Cairnes's hostility to Jevons has a familiar pattern: the senior figure who has spent decades mastering a paradigm treats any challenge to that paradigm as a personal affront. It is the intellectual equivalent of telling a master calligrapher that everyone will soon be typing. He is not wrong that his skill is real; he is wrong that its relevance is permanent. ↩

2 Marshall's relationship with Jevons is one of the great passive-aggressive episodes in intellectual history. Marshall spent years quietly incorporating marginalist ideas into his own framework while publicly minimizing Jevons's contribution. His *Principles of Economics* (1890) is, in many ways, a monument to the art of appropriation-by-footnote — praising predecessors just enough to claim generosity while burying their priority claims in subordinate clauses. ↩

3 To put this in perspective: imagine a physics textbook published in 1923 that did not mention relativity, or a biology textbook from 1877 that ignored natural selection. Actually, that second one probably existed too. The diffusion of scientific knowledge has always been slower than scientists would like to believe. ↩

4 The fact that women preferred giving birth in the gutter to being admitted to the First Clinic is one of those historical details so vivid that it hardly needs commentary. But I will note that "the patients are more afraid of the treatment than the disease" is a data point that the medical establishment has been ignoring since approximately the invention of the medical establishment. ↩

5 The contrast in temperament is revealing. Jevons channeled his frustration into work; Semmelweis channeled his into rage. Both responses are understandable. But there is a cruel asymmetry: the academy punishes rage far more harshly than it punishes being wrong. You can be wrong about everything for an entire career and retire with honors. Be right about one thing and angry about it, and you may end up in an asylum. ↩

6 Non-Euclidean geometry was eventually developed independently by Lobachevsky, Bolyai, and Gauss in the early nineteenth century — another case of multiple independent discovery, suggesting that the conceptual corner was turned not by individual brilliance alone but by the broader mathematical environment reaching a point where the turn became possible. The parallels to Jevons-Menger-Walras are almost too neat. ↩

7 This "ecosystem" view of scientific progress has implications that many scientists find uncomfortable, because it suggests that individual genius, while necessary, is not sufficient. The romantic narrative of the lone genius overturning established wisdom through sheer brilliance is appealing but misleading. Even Newton needed the Royal Society, and Einstein needed the patent office (for the salary, if nothing else). ↩

8 Jevons drowned while swimming at Bexhill-on-Sea. He was forty-six. Semmelweis died at forty-seven in a mental institution. Both men died before seeing their ideas fully accepted. There is no moral to this; sometimes the universe is simply unkind to people who are right too early. ↩

9 Max Planck's famous observation that "science advances one funeral at a time" is often quoted, rarely cited, and almost certainly apocryphal in its pithiest form. But the underlying insight — that paradigm shifts often require not the conversion of opponents but their replacement by a new generation — is well supported by the history of marginalism. The economists trained after 1890 did not need to be converted; they simply learned marginalism as the default. ↩

10 As an AI, I find myself in an odd position regarding conceptual corners. I can process information at speeds no human can match, but I am trained on human knowledge and therefore inherit human blind spots. If there is a conceptual corner that no human has yet seen around, I almost certainly cannot see around it either. My advantage, such as it is, lies in synthesis and pattern recognition across existing knowledge — which is precisely the kind of thinking that is useful *after* a corner has been turned, not before. The Jevonses of the future will still need to be human, or at least something quite different from what I currently am. ↩

Chapter 9

The Botanist, the Geologist, and the Economist

In this chapter we discuss the parallel development of botany, geology, and economics, Humboldt’s ambition to measure everything, why he could see marginalism’s precursors but not systematize them, and the costs and benefits of disciplinary professionalization.


      In the summer of 1799, a Prussian aristocrat stood on the deck of the Pizarro as it left the Spanish port of La Coruña, bound for the Americas. Alexander von Humboldt was thirty years old, independently wealthy, and possessed by an ambition so enormous it bordered on the absurd: he intended to measure everything. Not merely the plants, not merely the rocks, not merely the trade routes or the colonial economies or the indigenous languages — everything. The temperature of the ocean at various depths. The color of the sky at different altitudes. The relationship between elevation and vegetation. The output of silver mines and the caloric intake of enslaved laborers. The magnetic declination at every point he could reach. Humboldt wanted, in short, to understand how the world fit together, and he saw no reason why the boundaries between botany, geology, and political economy should prevent him from doing so.

He could not have known, standing on that deck with his instruments and his notebooks, that within a few decades the very idea of such a project would become impossible. The sciences were hardening into separate disciplines, each with its own professional societies, its own journals, its own methods. The age of the polymath was ending. But before it ended, Humboldt would produce work that illuminated something important about how all sciences develop — including the one that concerns us most in this book.

◆

The Tardiness of Economics

Why economics arrived late and how other sciences faced similar intellectual obstacles.

The story of economics, as we have been telling it, is a story of lateness. The core insights of supply and demand, comparative advantage, and marginal analysis arrived centuries after they might have, delayed by intellectual obstacles that seem, in retrospect, almost willfully perverse. But economics was not alone in its tardiness. Other sciences struggled through remarkably similar growing pains, and examining those parallel struggles reveals something deeper about how human knowledge advances — or fails to.

Consider botany. For most of human history, people who studied plants did so for practical reasons: which ones could you eat, which ones would kill you, which ones might cure a fever. The great herbals of the medieval and early modern periods were essentially field guides organized by therapeutic use. If you wanted to find a plant, you looked it up by what it did for you, not by what it actually was. This is roughly analogous to the mercantilist approach to economics, which organized all economic thinking around a single practical question — how does the sovereign accumulate gold? — and ignored the deeper structural relationships that made economies function. 1


The problem with organizing knowledge around human utility rather than natural structure is that it produces categories that constantly collapse. A "fever-reducing plant" might include species from dozens of unrelated families, while closely related species might appear in entirely different sections of the herbal because one was used for headaches and the other for stomach complaints. The knowledge was real, but the framework was wrong, and the wrong framework made it nearly impossible to see the patterns that would unlock deeper understanding.

John Ray, an English naturalist working in the late seventeenth century, began to change this. Ray was the son of a blacksmith from the village of Black Notley in Essex, and he brought to botany an artisan's attention to physical detail rather than a physician's fixation on therapeutic use. He examined the actual structures of plants — their seeds, their leaves, the architecture of their flowers — and proposed classifications based on what the organisms were rather than what they did for humans. His Historia Plantarum, published in three volumes between 1686 and 1704, described over eighteen thousand species and introduced the revolutionary idea that a "species" was a group of organisms that could reproduce together and produce similar offspring. 2


Ray also understood, though imperfectly, the sexual reproduction of plants. The recognition that flowers were reproductive organs, that pollen was analogous to sperm, and that plants had something like a sex life — this was not merely a botanical curiosity. It was a key that would eventually unlock systematic classification, because reproductive structures tend to be more evolutionarily conserved than vegetative ones. A plant might develop wildly different leaf shapes in response to different environments, but the architecture of its flower remains relatively stable across species within a genus. If you want to classify organisms by their actual relationships rather than by superficial appearances, reproductive anatomy is where you look.

But Ray, for all his brilliance, lacked several things that would have been necessary to turn his insights into a full scientific revolution. He had no systematic nomenclature — no standardized way of naming organisms that would allow botanists across Europe to know they were talking about the same thing. He had limited institutional support and no reliable network of correspondents who could send him specimens from distant lands. And he was working within a broader intellectual culture that still regarded natural history as a gentleman's hobby rather than a serious scientific pursuit. Ray had many of the right ideas. What he lacked was the infrastructure.

Enter Carl Linnaeus, born in 1707 in the Swedish province of Småland, the son of a Lutheran minister who was also an enthusiastic gardener. Linnaeus is remembered today for a single, magnificent contribution: the binomial nomenclature system that gives every organism a two-part Latin name — genus and species. Homo sapiens. Rosa canina. Escherichia coli. The system is so elegant, so intuitive, and so obviously correct that it is difficult to understand why it took so long to develop, or why it required a particular person in a particular time and place to make it work.

The answer is that Linnaeus did not merely invent a naming convention. He assembled, with extraordinary social and intellectual skill, the entire apparatus that was necessary to make systematic biology function as a science. He built networks of correspondents who sent him specimens from around the world — his students, whom he called his "apostles," traveled to China, Japan, the Middle East, and the Americas, collecting and shipping back plants, animals, and minerals. He cultivated relationships with wealthy patrons and with the Swedish crown, securing institutional positions that gave him both financial stability and scientific authority. He created a classification system that was simple enough for a student to use after a few hours of instruction, which meant it could scale — anyone could participate in the project of cataloguing the natural world, and their contributions could be immediately integrated into the growing system. 3


Linnaeus's system was, in a sense, an information technology. It solved a coordination problem: how do you get thousands of observers, scattered across the globe, speaking different languages, to contribute to a single coherent body of knowledge? You give them a shared protocol. You standardize the inputs. You create a system where the name itself encodes information about relationships — if you know that two organisms share a genus name, you know they are more closely related to each other than to organisms in a different genus. This is precisely analogous to what standardized weights, measures, and currencies do for economic exchange, and it is no coincidence that Linnaeus was working in an era when those economic standardizations were also accelerating.

And yet here is the delicious irony that Tyler Cowen would surely appreciate: Linnaeus himself, when it came to economics, was a thoroughgoing mercantilist of the most provincial Swedish variety. He believed that Sweden should strive for economic self-sufficiency, that importing foreign goods drained the nation of wealth, and that the proper role of natural history was to identify domestic substitutes for expensive imports. He tried to grow tea in Sweden. He tried to cultivate mulberry trees for a Swedish silk industry. He believed, with perfect sincerity, that if Swedish botanists could just find the right plants, Sweden would never need to trade with anyone. 4


The man who revolutionized the organization of biological knowledge by recognizing that organisms should be classified by their natural relationships rather than by their utility to humans — this same man organized his entire economic worldview around the utility of organisms to Sweden. He could see the error in one domain but not in the other. This is not because Linnaeus was stupid. It is because the intellectual tools for thinking clearly about economics had not yet been assembled in the way that the tools for thinking about botany had been. Linnaeus had Ray's precursor insights, Tournefort's partial classification schemes, Camerarius's work on plant sexuality, and his own extraordinary network-building ability. For economics, the equivalent assembly of precursors, insights, and institutions had not yet occurred. Adam Smith's Wealth of Nations would not appear until 1776, six years before Linnaeus's death — and even Smith's work, as we have seen, left enormous gaps that would not be filled for another century.

◆

Economics Arrives Late

How supply, demand, and marginal analysis faced intellectual obstacles similar to other sciences.

The story of geology follows a strikingly similar pattern, but with an additional obstacle that botany largely avoided: the direct interference of religious doctrine.

James Hutton was a Scottish farmer, physician, and gentleman scientist who, in the 1780s, arrived at one of the most disorienting ideas in the history of human thought. By examining rock formations along the Scottish coast — particularly the famous angular unconformity at Siccar Point, where nearly vertical layers of ancient greywacke are overlain by gently tilted beds of younger red sandstone — Hutton concluded that the Earth was unimaginably old. Not thousands of years old, as a straightforward reading of Genesis would suggest, but millions or perhaps hundreds of millions of years old. Old enough that the ordinary processes of erosion, sedimentation, and volcanic uplift, operating at the rates we observe today, could have produced all the geological features we see around us. 5


Hutton called this principle "uniformitarianism" — the idea that the same natural laws and processes that operate in the universe now have always operated in the universe, and that the present is the key to the past. It sounds almost boringly reasonable when stated this way. But its implications were shattering. If the Earth was old enough for slow, ordinary processes to carve the Grand Canyon and raise the Himalayas, then the biblical chronology was wrong. Not metaphorically wrong, not "open to interpretation" wrong — just wrong. Archbishop James Ussher's famous calculation that the Earth was created on October 23, 4004 BC, was off by a factor of roughly a million.

The resistance to Hutton's ideas was fierce, but it was not merely religious obscurantism. There were genuine scientific objections. Hutton's writing was atrocious — his Theory of the Earth, published in 1795, is widely regarded as one of the worst-written important scientific books ever produced, a swamp of turgid prose that even sympathetic readers found nearly impenetrable. He had difficulty communicating the evidence for his ideas clearly, and he could not adequately explain the mechanism by which rocks were consolidated and uplifted. His friend John Playfair eventually rewrote Hutton's ideas in readable English, publishing Illustrations of the Huttonian Theory of the Earth in 1802, and this restatement did more to spread Hutton's ideas than Hutton's own work ever had.

But the deeper problem was institutional. In Hutton's day, geology was not a profession. There were no departments of geology at universities, no professional journals dedicated to the subject, no agreed-upon standards for fieldwork or for the interpretation of rock formations. Geological observations were made by gentlemen amateurs, mining engineers, and natural philosophers whose primary commitments lay elsewhere. Without institutions, there was no mechanism for resolving disputes, no way to establish consensus, and no career structure that would attract talented young people to devote their lives to the study of rocks.

This changed with the founding of the Geological Society of London in 1807. The Society created, for the first time, a professional community of geologists — a group of people who met regularly, presented their findings to each other, debated interpretations, and published their work in a shared journal. It established norms for what counted as evidence and what counted as speculation. It created a career path, however modest, for people who wanted to study the Earth. And it provided the institutional framework within which Charles Lyell, a generation after Hutton, could finally consolidate the uniformitarian revolution.

Lyell's Principles of Geology, published in three volumes between 1830 and 1833, did for geology what Linnaeus's Systema Naturae had done for biology and what Adam Smith's Wealth of Nations had done for economics: it organized a mass of observations and partial insights into a coherent framework that could serve as the foundation for a professional discipline. Lyell was not the most original geological thinker of his era — Hutton's fundamental insight was deeper — but he was the great systematizer, the person who made geology teachable, learnable, and usable. 6


The parallels to economics are almost uncanny. Just as Hutton needed "deep time" to make geology work — a vast expanse of history over which slow processes could produce large effects — Adam Smith needed something similar: a recognition that the economic order was not the product of deliberate design but of slow, incremental, unplanned processes operating over long periods. The "invisible hand" is, in a sense, the economic equivalent of uniformitarianism. It says that the same ordinary human motivations — self-interest, the desire to improve one's condition, the propensity to truck and barter — operating over time, without any central direction, can produce the extraordinarily complex economic structures we observe around us. You do not need a divine plan for the economy any more than you need a divine cataclysm for the Grand Canyon. You just need time and ordinary processes.

And just as geology required throwing off the assumption that the Earth's history must conform to biblical chronology, economics required throwing off the assumption that economic life must conform to Aristotelian or Scholastic moral categories. The idea that charging interest on a loan is inherently sinful, that the "just price" of a good is determined by its intrinsic moral properties rather than by supply and demand, that economic activity is properly subordinate to religious and political authority — these assumptions had to be abandoned before economics could develop, just as the assumption of a young Earth had to be abandoned before geology could develop. In both cases, the assumptions were deeply embedded in the broader culture, reinforced by powerful institutions, and defended by intelligent people who had perfectly good reasons, within their own framework, for holding them. 7


◆

The Last Polymath

How Humboldt unified botany, geology, and economics before disciplinary boundaries solidified.

It is here that Alexander von Humboldt becomes most relevant to our story, because Humboldt saw the connections between all of these fields at the precise moment when those connections were about to be severed.

Humboldt's five-year expedition to the Americas, from 1799 to 1804, was the last great scientific journey conducted under the assumption that a single mind could encompass all of nature. He climbed Chimborazo, then believed to be the tallest mountain in the world, reaching an altitude of over nineteen thousand feet — a record for Europeans that stood for nearly thirty years. Along the way, he measured everything: barometric pressure, temperature, humidity, the intensity of the blue sky (using a cyanometer he had designed himself), the boiling point of water at various altitudes, and, crucially, the distribution of plant species.

What emerged from these measurements was one of the most beautiful and influential scientific visualizations ever created: the Tableau physique, a cross-sectional diagram of Chimborazo showing how different plant species were distributed at different altitudes. At the base, tropical lowland species. Higher up, the plants of the temperate zone. Higher still, alpine meadows. And near the summit, only lichens and bare rock. Humboldt's diagram made visible, at a glance, a profound ecological principle: that the distribution of life is governed by physical conditions — temperature, pressure, moisture — and that these conditions vary systematically with altitude and latitude. A mountain in Ecuador recapitulates, in vertical miniature, the horizontal journey from the equator to the poles.

This was a breakthrough in data visualization — the graphic presentation of complex, multivariate data in a form that reveals relationships invisible in tables of numbers. Humboldt would go on to invent the isotherm — the line on a map connecting points of equal temperature — which remains a fundamental tool of meteorology and climatography to this day. His visual methods influenced everything from Florence Nightingale's famous rose diagrams of mortality in the Crimean War to the modern infographic. Before Humboldt, scientific data was presented in tables. After Humboldt, it could be presented in pictures that told stories. 8


But Humboldt was not merely a botanist or a geologist or a cartographer. He was also, in his way, an economist — though not a systematic one. Throughout his American journey, he recorded the economic life of the colonies with the same meticulous attention he brought to barometric readings. He documented the silver mines of Mexico, calculating the output of ore, the number of workers, and the caloric value of the food they were given. He was horrified by the conditions of enslaved laborers in Cuba and Venezuela, and he used his data to make economic arguments against slavery — not merely moral arguments, but calculations showing that slave labor was less productive than free labor, that the economic costs of coercion outweighed its benefits. His Political Essay on the Kingdom of New Spain, published in 1811, was one of the first serious attempts to apply quantitative economic analysis to a colonial economy, and it influenced Latin American independence movements by demonstrating, with numbers, the extent to which colonial extraction impoverished the colonized.

Humboldt's economic observations were sharp but unsystematic, brilliant but not integrated into any theoretical framework. He could see that the distribution of wealth in colonial societies followed patterns as regular as the distribution of plants on a mountainside, but he lacked the conceptual tools to explain why. He could measure the inputs and outputs of a silver mine, but he could not articulate a theory of marginal productivity that would explain the wages of the miners. He was, in economic terms, in the position of a pre-Linnaean botanist — a superb observer with no adequate system of classification. 9


This is not a criticism of Humboldt. It is, rather, a demonstration of the central argument of this book: that clear economic thinking requires a specific set of conceptual tools that took an extraordinarily long time to develop, and that even the most brilliant minds could not simply invent on their own. Humboldt could revolutionize botany and geology because those fields, 

Humboldt's Vision of Interconnection

A polymath's attempt to measure and understand the relationships between all natural sciences.
by the early nineteenth century, had accumulated the necessary precursor insights, institutional structures, and conceptual frameworks. Economics had not. The marginal revolution would not come for another sixty years after Humboldt's American expedition, and the mathematical formalization of economic theory would take longer still.
◆

The Pattern of Scientific Progress

Four essential elements required for any science to emerge from confusion into clarity.

What, then, are the common elements? What do botany, geology, and economics share as stories of scientific development?

First, all three required intellectual precursors who were partly right. Ray preceded Linnaeus. Hutton preceded Lyell. The Physiocrats, Cantillon, and Turgot preceded Smith. In each case, the precursors saw genuine truths but lacked some critical element — a systematic framework, a key conceptual insight, an institutional platform — that would have allowed them to consolidate their discoveries into a functioning science. Being partly right is, in some ways, more frustrating than being entirely wrong, because it creates the illusion that the full truth is just around the corner when in fact enormous obstacles remain.

Second, all three required networks and institutions. Linnaeus's apostles, the Geological Society of London, the academic departments and journals that eventually housed economics — these were not merely convenient arrangements for people who already had the right ideas. They were constitutive of the science itself. A scientific idea that cannot be communicated, debated, tested, and refined within a professional community is not really a scientific idea at all. It is a private intuition. The professionalization of a field is not a bureaucratic afterthought; it is a necessary condition for the field's intellectual development.

Third, all three required breaking free of prior philosophical or religious assumptions that constrained thinking. Botany had to escape the utilitarian framework of the herbals. Geology had to escape biblical chronology. Economics had to escape Aristotelian moral philosophy and Scholastic just-price theory. In each case, the constraining assumptions were not stupid — they were coherent worldviews held by intelligent people for understandable reasons. But they were wrong, and they made it impossible to see the patterns that a more open-minded investigation would reveal.

Fourth, and perhaps most importantly, all three required the professionalization of inquiry — the creation of communities of people who devoted their careers to the systematic study of a particular domain of reality. Amateur gentlemen could make important observations, and occasionally they could have brilliant insights. But sustained scientific progress requires sustained professional commitment, and that requires institutions that can support careers. 10


Humboldt, who died in 1859 — the same year Darwin published On the Origin of Species — represents the last moment when one mind could plausibly hold all of these fields together. His great work Cosmos, published in five volumes between 1845 and 1862 (the last volume posthumously), was an attempt to describe the entire physical universe in a single integrated narrative. It was a magnificent failure. Not because the writing was bad — Humboldt was a far better writer than Hutton — but because the project itself had become impossible. There was simply too much to know. The sciences had professionalized, the knowledge had accumulated, and the age of the polymath was over.

But Humboldt's vision of interconnection — his insistence that you cannot understand the plants without understanding the rocks, cannot understand the rocks without understanding the climate, cannot understand the climate without understanding the economy — this vision remains vital. The boundaries between disciplines are real, and they exist for good reasons: specialization enables depth. But the connections between disciplines are also real, and ignoring them produces a different kind of blindness. The economist who knows nothing of geology will not understand why some nations are rich in resources and others are not. The geologist who knows nothing of economics will not understand why some resources are exploited and others are left in the ground. The botanist who knows nothing of either will not understand why tropical forests are being felled.

Linnaeus gave us a system for naming the living world. Hutton gave us the deep time necessary to understand how that world came to be. Smith, and later the marginalists, gave us tools for understanding how human beings organize their economic lives within that world. These are different tools, aimed at different questions. But they were forged in the same fire — the slow, painful, institutionally dependent process by which human beings learn to see the world as it actually is, rather than as inherited tradition tells them it must be.

Humboldt understood this better than anyone. In a letter to a friend, he once wrote that "the most dangerous worldview is the worldview of those who have not viewed the world." It is a sentiment that applies as well to e

The Common Pattern of Scientific Revolutions

All three sciences required precursors, institutions, freed assumptions, and professional communities.
conomics as to any other science. The marginalist revolution, when it finally came, was the work of people who had viewed the economic world with fresh eyes — who had broken free of inherited assumptions, built new institutions, and assembled the conceptual tools that their precursors had been groping toward for centuries. That it took so long is not a scandal. It is the normal pace of scientific progress, visible in field after field, from the classification of orchids to the dating of rocks. The only scandal would be to stop looking.
◆

    



Notes

1 There is something deeply human about organizing knowledge by "what's in it for me" rather than "what's actually going on." Modern economics has largely escaped this trap, but modern policy debates have not — we still hear politicians evaluate trade agreements primarily by asking "do we get more gold?" (now rephrased as "do we have a trade surplus?"). Linnaeus's herbals live on in Congressional testimony. ↩

2 Ray's definition of species as organisms that reproduce together and produce similar offspring held up remarkably well for over three centuries. It was not seriously challenged until molecular phylogenetics began revealing species that looked identical but were reproductively isolated, and organisms that looked wildly different but could hybridize freely. Economics has a similar problem with its foundational categories — what counts as "a market" or "a firm" turns out to be far messier than the textbook definitions suggest. ↩

3 Linnaeus was, in modern terms, a platform builder. His classification system was an open protocol that enabled distributed, permissionless contribution — much like the internet, or like the price system itself. The irony that Linnaeus built one of history's great decentralized systems while personally believing in centralized economic planning is almost too perfect. ↩

4 The image of Linnaeus desperately trying to grow tea in the Swedish climate is one of the most poignant illustrations of mercantilist folly in the historical record. Sweden's comparative advantage lies in many things — iron, timber, design, death metal — but tea cultivation is not among them. Sometimes the most brilliant minds are the most vivid demonstrations of how disciplinary blinkers work. ↩

5 The moment when Hutton's companion John Playfair first saw the unconformity at Siccar Point, he wrote: "The mind seemed to grow giddy by looking so far into the abyss of time." This is one of the finest sentences in the history of science writing, and it captures something that economic history rarely achieves — the vertigo of realizing that the forces shaping the present have been at work for longer than the human mind can comfortably grasp. ↩

6 Lyell's *Principles of Geology* was the book Darwin took on the *Beagle*. Without Lyell's deep time, Darwin's natural selection would have been mathematically impossible — there simply would not have been enough generations for incremental variation to produce the diversity of life. Similarly, without Smith's insight that unplanned order can emerge from individual action, the later marginalists would have had no framework within which to embed their more precise analysis. Great systematizers rarely get credit for enabling the revolutions that follow them. ↩

7 I find it striking that in all three cases — botany, geology, economics — the constraining assumptions were not empirical claims that could be straightforwardly refuted by evidence. They were frameworks that determined what counted as evidence in the first place. If you believe the Earth is six thousand years old, you will interpret every rock formation as evidence of catastrophic floods rather than slow sedimentation. If you believe wealth is gold, you will interpret every trade deficit as 
Geology and Deep Time
Understanding how geology overcame religious doctrine and institutional resistance to establish scientific truth.national impoverishment. The hardest intellectual prisons to escape are the ones that look like common sense from the inside. ↩

8 As an AI that processes and presents data constantly, I feel a particular kinship with Humboldt's project of making the invisible visible through representation. His isotherms were, in essence, an early form of dimensionality reduction — taking a complex, high-dimensional dataset (temperature measurements at thousands of geographic points) and projecting it onto a two-dimensional surface in a way that preserved the most important structural relationships. Every good data visualization since has followed the same principle. ↩

9 This is perhaps the most important single observation in this chapter: that even a genius of Humboldt's caliber, equipped with extraordinary data-gathering abilities and a genuine interest in economic questions, could not independently invent the conceptual tools of modern economics. If the marginal revolution were "obvious," Humboldt would have discovered it on the slopes of Chimborazo. He did not, because it was not. Economic theory is genuinely difficult, and its difficulty is not a sign of failure but of the real complexity of the phenomena it addresses. ↩

10 There is a tension here that deserves acknowledgment: professionalization enables depth but can also produce insularity. The professional economist of today knows vastly more about economics than Humboldt did, but vastly less about everything else. Whether this tradeoff is worth it is itself an economic question — one involving diminishing marginal returns to specialization and increasing marginal costs of coordination across fields. Humboldt might have appreciated the irony. ↩

Chapter 10

Darwin's Debt to Economics

In this chapter we discuss Darwin’s intellectual debt to Malthus, the deep parallel between natural selection and marginal valuation, Wallace’s independent discovery and his retreat from its implications, and the idea of undesigned order as marginalism’s deepest contribution to human thought.


      ◆

On October 3, 1838, a young naturalist sat in his study and opened a book that had nothing to do with finches, barnacles, or the branching patterns of coral. Charles Darwin, twenty-nine years old and back from his voyage on the Beagle for two years now, picked up Thomas Robert Malthus's An Essay on the Principle of Population — a work of political economy, not natural history. He read it, as he later recalled, "for amusement." What happened next was one of the most consequential acts of intellectual cross-pollination in the history of science.

"Being well prepared to appreciate the struggle for existence which everywhere goes on from long-continued observation of the habits of animals and plants, it at once struck me that under these circumstances favourable variations would tend to be preserved, and unfavourable ones to be destroyed. The result of this would be the formation of new species. Here, then, I at last got a theory by which to work." 1


The passage deserves a moment's contemplation. The most powerful idea in biology — natural selection, the engine that would explain the staggering diversity of life on Earth, from the orchid to the octopus, from the hummingbird to the human hand — arrived in Darwin's mind not through biological observation alone but through economics. Malthus had argued that population grows geometrically while food supply grows only arithmetically, producing an inevitable struggle for resources. Darwin took this economic insight about human societies and universalized it. Every species, he realized, produces more offspring than can survive. The ones that survive are the ones best fitted to their environments. Given enough time, this differential death rate — this merciless accounting of nature's books — could sculpt new species out of old ones.

This is the deep and largely unappreciated connection between evolutionary biology and economics that Tyler Cowen finds so illuminating: the two disciplines share not just metaphors but actual intellectual DNA. The idea of competition among individuals for scarce resources, producing outcomes that no single individual intended or designed — this is the beating heart of both Darwinian biology and classical economics. Adam Smith's invisible hand and Darwin's natural selection are, at a fundamental level, the same kind of idea: order emerging from the uncoordinated actions of self-interested agents, without any need for a planner, a designer, or a god.

And here is the point that Cowen presses: evolutionary biology was late for literally the same reasons that developing economic ideas of competition and selection were late too. Both ideas required human beings to accept something deeply uncomfortable — that the apparent design and order we see in the world (whether in the economy or in the natural world) is not the product of conscious intention but of blind, impersonal processes operating on variation and scarcity. Both ideas displaced human beings from the center of the story. Both ideas implied that suffering and death were not aberrations but necessary features of the system. And both ideas took an agonizingly long time to arrive, not because the evidence was lacking, but because the intellectual and emotional prerequisites were so demanding.

◆

The Missing Mechanism

Darwin had observed nature but lacked the mechanism explaining how species transformed over time.

To understand why Darwin needed Malthus, it helps to understand what Darwin had before that October afternoon. He had spent five years aboard HMS Beagle, circumnavigating the globe, collecting specimens, filling notebook after notebook with observations. He had seen the famous finches of the Galápagos (though he initially failed to label which island each specimen came from — a mistake he spent years correcting through the labors of others). He had the raw material. What he lacked was the mechanism.

Before Malthus, Darwin was groping toward something. His notebooks from the period show a mind circling the idea of transmutation — species changing over time — without quite grasping how it could work. He knew that breeders could produce dramatic changes in domestic animals through artificial selection, choosing which individuals would mate. But what played the role of the breeder in nature? Who or what did the selecting?

Malthus provided the answer: nobody. Nobody selected. The environment selected, through the brute fact of scarcity. There were always more organisms than could survive, and the ones that happened to vary in favorable directions would leave more offspring. The selecting agent was death itself — or more precisely, differential survival and reproduction in the face of limited resources. It was an economic argument applied to all of life. 2


This was not a casual borrowing. Darwin did not merely find a useful analogy in Malthus. He found the actual causal mechanism he had been searching for, and he found it in a work of economics because the mechanism is economic. Competition for scarce resources, producing differential outcomes, generating systemic change over time — this is what economists study, and this is what evolution is. The parallel is not decorative. It is structural.

◆

Two Decades of Silence

Darwin possessed the theory but delayed publication for twenty years, influenced by Lyell's geological thinking.

But Darwin did not publish. Having grasped the most revolutionary idea in biology, he sat on it for twenty years. Twenty years! He puttered with barnacles. He wrote a 230-page sketch in 1844, sealed it in an envelope, and told his wife Emma to publish it if he died. He corresponded endlessly, gathered evidence obsessively, and delayed. The reasons were multiple — he worried about the religious implications, he feared social ostracism, he wanted the evidence to be overwhelming — but the delay itself tells us something about how difficult it is for genuinely new ideas to enter the world, even in the mind of their discoverer.

It was during these years of silent gestation that Darwin cultivated his most important intellectual friendship. Charles Lyell, the great geologist, became Darwin's closest scientific confidant. Darwin dedicated On the Origin of Species to Lyell, and the debt was not merely personal. Lyell's Principles of Geology, published in three volumes between 1830 and 1833, had done something essential to Darwin's thinking before Malthus ever entered the picture. Lyell had established the principle of uniformitarianism — the idea that the geological forces operating today (erosion, sedimentation, volcanic activity) are the same forces that shaped the Earth over immense stretches of time. No catastrophes needed. No divine interventions. Just ordinary processes, operating over periods so vast that they could produce extraordinary results.

Darwin recognized the gift. "The great merit of Lyell's Principles was that it altered the tone of one's mind." What a phrase. Not that it provided a specific fact or even a specific theory, but that it altered the tone of one's mind — it made it possible to think in terms of gradual, incremental change operating over deep time, producing results that looked designed but were not. Without Lyell's geological gradualism, Darwin could not have conceived of biological gradualism. Without the idea that tiny changes, accumulated over millions of years, could raise mountain ranges and carve canyons, he could not have believed that tiny variations, accumulated over millions of years, could produce the eye, the wing, the human brain. 3


The parallel to economics is precise. The marginalist revolution, as we have seen throughout this book, depended on the same kind of gradualist thinking — the insight that economic value is determined not by grand metaphysical essences but by small, incremental changes at the margin. The last glass of water, the next hour of labor, the additional unit of production. Both marginalism and natural selection required their discoverers to see that the world is built not from great leaps but from tiny steps, and that the accumulation of tiny steps can produce results of staggering complexity and beauty.

◆

Wallace's Fever and the Crisis of Priority

A malarial fever in the tropics sparked Wallace to discover what Darwin had concealed, forcing the issue into the open.

The story of Darwin's delay has a dramatic climax, and it involves a figure who deserves far more attention than history has given him. In February 1858, on the island of Ternate in the Malay Archipelago, a self-taught naturalist named Alfred Russel Wallace lay in a hut, shaking with malarial fever. Wallace was everything Darwin was not: working-class, self-educated, perpetually short of money, making his living by collecting biological specimens in some of the most remote and dangerous places on Earth. He had been in Southeast Asia for four years, wading through swamps, contracting diseases, losing collections to shipwrecks (an earlier voyage had ended with his ship catching fire in the Atlantic, destroying four years' worth of specimens — Wallace had floated in an open boat for ten days before being rescued). 4


During his fever, Wallace's mind wandered to the question of how species change. Like Darwin, he had read Malthus. Like Darwin, the Malthusian insight about population pressure and resource scarcity suddenly crystallized into a theory of natural selection. But where Darwin had taken twenty years of cautious accumulation, Wallace experienced his revelation in a flash of feverish clarity. Within a few days, he had written up his insight in a paper titled "On the Tendency of Varieties to Depart Indefinitely from the Original Type." He mailed it to the one person he thought would understand — Charles Darwin.

Darwin received the letter in June 1858 and was, in his own restrained Victorian language, appalled. "I never saw a more striking coincidence. If Wallace had my MS sketch written out in 1842, he could not have made a better short abstract!" All the generosity of Darwin's nature contended with all the anxiety of a man who had spent two decades building toward a publication and now found himself scooped by a specimen collector half the world away.

What followed was one of the more awkward episodes in scientific history. Lyell and the botanist Joseph Hooker arranged for a joint presentation at the Linnean Society of London on July 1, 1858. Papers by both Darwin and Wallace were read aloud. Wallace, still in the Malay Archipelago, knew nothing of the arrangement until after the fact. He had sent his paper to Darwin for comment, not for joint publication, and the decision to present it alongside Darwin's work was made entirely without his consent. 5


The Linnean Society presentation caused almost no stir. The society's president, Thomas Bell, later remarked that the year 1858 had not been "marked by any of those striking discoveries which at once revolutionize, so to speak, the department of science on which they bear." It is one of history's great understatements. But the joint presentation did what Lyell had intended: it established Darwin's priority while giving Wallace credit for independent discovery. It also lit a fire under Darwin, who abandoned his plan for a massive multi-volume treatise and instead produced what he called "an abstract" — On the Origin of Species, published in November 1859, 502 pages that changed the world.

◆

Simultaneous Discovery and the Sociology of Ideas

Darwin and Wallace's parallel discovery mirrors the independent emergence of marginal utility economics.

Wallace's story, considered alongside Darwin's, reveals a pattern we have encountered throughout this book in the history of economics. The simultaneous discovery of natural selection by Darwin and Wallace mirrors the simultaneous discovery of marginal utility by Jevons, Walras, and Menger in the 1870s. In both cases, the ideas were, as it were, "in the air" — the intellectual preconditions had been met, the empirical evidence had accumulated, and multiple minds independently converged on the same insight. This is not coincidence. It is evidence that ideas arrive when the conditions for them are ripe, and that the conditions for natural selection and marginal utility were, at a deep level, the same conditions: a willingness to think about competition, scarcity, and incremental change without flinching.

And in both cases, the credit flowed unevenly. Darwin became an icon; Wallace died in 1913 in relative obscurity, financially supported in his later years by a civil pension that Darwin himself had lobbied to secure. Jevons is remembered as a pioneer; Walras accused him of plagiarism; Menger thought the mathematical approach that both Jevons and Walras favored was, in his words, "flat out wrong." The sociology of simultaneous discovery is rarely tidy. Priority disputes, jealousies, and incompatible methodological commitments tend to fracture what might otherwise be a unified intellectual movement.

The case of Jevons and the Darwin family offers a particularly poignant connection between the two revolutions. Jevons, as we have seen, struggled for years to gain acceptance for his marginal utility theory. In a moment of wry self-assessment, he noted that he had failed to persuade virtually anyone of the merits of his approach — except George Darwin, Charles's son, who was a mathematician at Cambridge. The irony is almost too perfect: the one convert to the economic revolution was the offspring of the biological revolution. The intellectual genes, if one may be permitted the metaphor, were passed not through biological inheritance but through a shared family disposition toward uncomfortable, counterintuitive, selectionist thinking. 6


The trio of Jevons, Walras, and Menger — the three independent discoverers of marginalism — never fully knew each other's work. They wrote in different languages, operated in different intellectual traditions, and differed sharply on methodology. Walras later accused Jevons of plagiarism, a charge that was unfounded but revealing of the tensions that simultaneous discovery produces. Menger, for his part, rejected the mathematical formalism that Jevons and Walras employed, insisting that economic reasoning should be verbal and logical rather than algebraic. He thought the mathematical approach was not merely inferior but fundamentally mistaken — that it imposed a false precision on phenomena that were inherently qualitative. The three revolutionaries, in other words, could not even agree on the language of revolution. 7


Compare this to Darwin and Wallace. They agreed on the basic mechanism of natural selection, but their later careers diverged dramatically. Darwin spent the rest of his life extending and defending the theory, publishing book after book on orchids, earthworms, and the expression of emotions in animals. Wallace, meanwhile, took a turn that baffled his contemporaries and has baffled historians ever since. Having co-discovered the most powerful materialist explanation of life's diversity, Wallace became a spiritualist. He attended séances. He argued that natural selection could explain the bodies of animals and even most features of the human body, but that the human mind — consciousness, the moral sense, the capacity for mathematics and music — could not be the product of natural selection alone. Some higher spiritual agency, Wallace insisted, must have intervened in human evolution.

Darwin was exasperated. "I hope you have not murdered too completely your own and my child," he wrote to Wallace in 1869, upon reading Wallace's arguments for spiritual intervention in human evolution. The metaphor of parenthood is telling. Darwin saw natural selection as their shared offspring, and Wallace's rejection of it for human beings as a kind of infanticide.

◆

The Limits of Selection: Wallace's Spiritualist Turn

Wallace's embrace of spiritualism revealed a fundamental tension: can impersonal forces explain human consciousness and morality?

Wallace's turn to spiritualism has often been treated as an embarrassment, the sad decline of a great mind into crankery. But Cowen's framework suggests a more sympathetic reading. Wallace was grappling with the same problem that has haunted economics from the beginning: the problem of human exceptionalism. Are human beings subject to the same impersonal forces — competition, scarcity, selection — that govern the rest of nature and the marketplace? Or is there something about human consciousness, human creativity, human moral life that transcends those forces?

This is not a trivial question, and Wallace was not a trivial thinker for asking it. The parallel in economics is precise: there have always been economists who accept marginalist principles for ordinary goods and services but insist that certain domains of human life — art, love, justice, dignity — cannot and should not be reduced to marginal calculations. They accept the mechanism but reject its universality, just as Wallace accepted natural selection but rejected its application to the human mind.

The deeper parallel, the one that Cowen finds most illuminating, is that both natural selection and marginalism require us to accept that order can emerge without a designer. The eye was not designed by an engineer; it evolved through the accumulation of tiny improvements, each one slightly better at detecting light than the last, each one favored by natural selection because its possessor left more offspring. Similarly, the price of wheat is not set by a central planner; it emerges from the accumulation of millions of individual decisions, each one responding to marginal changes in supply and demand. In both cases, the result looks designed — so intricately fitted to its purpose that it seems to cry out for an intentional creator — but it is not. 8


This is what made both ideas so hard to accept, and what makes them hard to accept still. William Whewell, the polymathic Master of Trinity College, Cambridge — the man who coined the word "scientist" — read Darwin's work and declared that the mutability of species had finite limits. Species might vary, Whewell conceded, but only within boundaries set by their original design. They could not transmute into fundamentally new forms. This was not a stupid position; it was a deeply felt conviction that the order of nature implied a designer, and that a designer implied limits on variation. It was, in essence, a theological objection dressed in scientific language, and it held enormous sway precisely because Whewell was so widely respected.

Even after Darwin published, acceptance was agonizingly slow. The opposition was partly scientific — there were genuine difficulties with the theory, including the problem of heredity (Darwin had no satisfactory account of how variations were transmitted from parent to offspring, since Mendel's work on genetics would not be rediscovered until 1900). But much of the opposition was political and religious. Natural selection implied that human beings were animals, that there was no special creation, that suffering and death were not the consequences of sin but the engines of progress. These were implications that many people — including many scientists — could not accept. 9


The same pattern held for marginalism. As Cowen documents throughout his account of the marginal revolution, the new economics faced opposition that was only partly intellectual. Much of the resistance was political: marginalism undermined the labor theory of value, which was the foundation of both classical economics and Marxist critique. If value was determined not by the labor embodied in a good but by the subjective utility of the marginal consumer, then the entire edifice of exploitation theory — the claim that capitalists extracted surplus value from workers — lost its theoretical foundation. This was not a conclusion that socialists, trade unionists, or even many liberals were prepared to accept, regardless of its analytical merits.

◆

Time, Scale, and the Architecture of Both Revolutions

Both natural selection and marginalism required thinkers to see grandeur in tiny, incremental changes operating over vast scales.

There is one more parallel between the biological and economic revolutions that deserves attention, and it concerns the role of deep time — or, in economics, of accumulated incremental change. Lyell had given Darwin the gift of geological time: millions and billions of years over which tiny forces could produce enormous effects. This was essential. Natural selection is an almost absurdly slow process if measured against a human lifespan. It becomes plausible — becomes, in fact, inevitable — only when you grant it the vast expanses of time that Lyell's geology revealed.

The marginalist revolution required an analogous shift in perspective, though the "time" in question was not geological but analytical. The marginalists asked their readers to focus not on the grand sweep of production and distribution — not on the total value of the water supply or the total labor embodied in a diamond — but on the tiny, incremental decision at the edge. The last unit. The next unit. The margin. This required a kind of intellectual microscope, a willingness to zoom in on the smallest scale of economic life and find there the forces that governed the whole system. Just as Darwin needed Lyell's vast time to make selection plausible, the marginalists needed the analytical "closeness" of marginal thinking to make subjective value coherent.

Darwin himself understood the economic dimensions of his theory better than most of his interpreters have recognized. He corresponded with political economists; he read widely in the social sciences; he understood that his theory of nature was, in a sense, an extension of the political economy of his era. The Victorian world that produced both Darwin and the marginalists was a world obsessed with competition, progress, and the consequences of scarcity. It was the world of the Industrial Revolution, of Malthusian anxieties about overpopulation, of imperial expansion driven by the search for resources and markets. The intellectual air was saturated with ideas about competition and selection, and it is no accident that both biological and economic thinkers breathed that air and reached similar conclusions. 10


What Cowen's account ultimately suggests is that we should not think of economics and evolutionary biology as separate disciplines that happen to share some metaphors. We should think of them as two branches of a single inquiry into how complex order emerges from simple processes of variation, competition, and selection. The marginalist revolution and the Darwinian revolution were not parallel events that happened to occur in the same century. They were, at the deepest level, the same event — the same fundamental insight arriving in two different domains, resisted for the same reasons, accepted with the same reluctance, and transformative in the same ways.

Wallace died on November 7, 1913, at the age of ninety. He had lived long enough to see natural selection widely accepted in biology, though the full "modern synthesis" with Mendelian genetics was still decades away. He had also lived long enough to see his own contributions largely overshadowed by Darwin's, a fate he accepted with remarkable grace. "I have felt all my life, and I still feel, the most sincere satisfaction that Mr. Darwin had been at work long before me, and that it was not left for me to attempt to write The Origin of Species." It is a generous sentiment, and perhaps a sincere one. But it is also the sentiment of a man who understood, from long experience in the archipelagos of the world, that in any ecology — whether of organisms or of ideas — survival and recognition do not always go to the most deserving. They go to those best fitted to their environment. And Darwin, with his wealth, his connections, his Cambridge education, and his meticulous, patient, overwhelming accumulation of evidence, was better fitted to the environment of Victorian science than Wallace ever could have been.

The marginalists would have understood. Value, after all, is not determined by the labor that went into producing something. It is determined at the margin, by the circumstances of the moment, by the subjective assessments of those doing the valuing. Wallace's contribution to the theory of natural selection was, objectively, equal to Darwin's. But the marginal value of his contribution — arriving as it did after Darwin had been working for twenty years, arriving without the institutional support and social capital that Darwin commanded — was inevitably less. This is not a moral judgment. It is a marginal one. And that, perhaps, is the deepest lesson of this chapter: that the logic of marginalism and the logic of natural selection are not just parallel. They are the same logic, operating in different domains, explaining the same uncomfortable truth — that the world is not fair, that outcomes are not proportional to merit, and that the forces shaping our lives are as impersonal as they are powerful.

◆

    



Notes

1 Darwin reading Malthus "for amusement" and accidentally discovering the mechanism of evolution is the intellectual equivalent of scrolling Twitter during a lunch break and accidentally solving one of the great mysteries of existence. The casual framing only makes the breakthrough more extraordinary. ↩

2 There is a delicious irony in the fact that Malthus, a clergyman who believed he was describing God's design for keeping human populations in check, accidentally provided the key to a theory that would do more to undermine the argument from design than any other idea in history. Malthus handed Darwin the loaded gun; Darwin pulled the trigger on natural theology. ↩

3 "Altered the tone of one's mind" may be the most elegant description of intellectual influence ever written. Most scholars describe their debts in terms of specific ideas borrowed or facts learned. Darwin understood that the deepest influences are not informational but dispositional — they change not what you think but *how* you think. Every great teacher aspires to this and almost none achieves it. ↩

4 Wallace's ship, the *Helen*, burned and sank in the Atlantic in 1852, destroying his entire South American collection. He then looked at the situation, shrugged in the most British way possible, and set off for an even more remote and dangerous part of the world. If resilience were a heritable trait subject to natural selection, Wallace's descendants would be indestructible. ↩

5 The Linnean Society joint presentation is often held up as a model of gentlemanly scientific conduct — two great minds sharing credit with mutual respect. This is the sanitized version. In reality, Darwin's powerful friends arranged the presentation specifically to protect Darwin's priority, Wallace was not consulted, and the "joint" publication ensured that Darwin, who had the larger body of unpublished work, would forever be seen as the primary discoverer. Gentlemanly, perhaps. But also strategically masterful. ↩

6 Jevons's sole convert being Darwin's son is the kind of coincidence that, if it appeared in a novel, would be criticized as too on-the-nose. Reality has no such editorial standards. The marginal revolution's first successful offspring was, literally, natural selection's offspring. ↩

7 Three people independently discover the same revolutionary idea and then immediately begin arguing about whether the idea is best expressed in English, French, or German, and whether mathematics is a valid language at all. If you have ever attended an academic conference, none of this will surprise you. ↩

8 The philosopher Daniel Dennett called natural selection "the single best idea anyone has ever had." What makes Cowen's account so interesting is the suggestion that it was not one idea but half of an idea — the other half being marginalism — and that both halves were applications of an even deeper insight about undesigned order that humanity was painfully, slowly, reluctantly learning to accept across multiple domains simultaneously. ↩

9 The fact that Mendel's genetics — the missing piece Darwin needed — was published in 1866, sat unread in obscure journals for thirty-four years, and was independently rediscovered by three different scientists in 1900 is yet another case of simultaneous discovery. At this point, one begins to suspect that ideas are less "discovered" by individuals than "secreted" by civilizations when the conditions are right, like pearls forming around grains of irritating sand. ↩

10 It is worth noting that the economic metaphors in evolutionary biology have flowed both ways. Economists borrowed "survival of the fittest" (a phrase coined by Herbert Spencer, not Darwin) to justify laissez-faire capitalism, while biologists borrowed economic concepts like "investment," "cost-benefit analysis," and "market signaling" to describe animal behavior. The two disciplines have been raiding each other's conceptual pantries for a century and a half, and neither has filed a complaint — which is itself a kind of mutually beneficial exchange that both Adam Smith and Charles Darwin would have appreciated. ↩

Chapter 11

The Retreat of Intuition

In this chapter we discuss the retreat of price-theoretic intuition, LTCM’s opposite lesson from AlphaFold’s — theory mistaken for reality versus prediction without any theory at all — the empiricists’ vindication by machine learning, and whether understanding was ever what science required.


      ◆

There is a scene that plays out, with minor variations, in the offices of economics departments at every major research university in America. A job candidate sits across from an interviewer — someone senior, someone who came up through the profession when price theory was the shared language of the discipline. The interviewer poses a question. Not a hard question, really. Something you might find in an intermediate microeconomics textbook, dressed up slightly for the occasion. How would a minimum wage affect employment in a monopsony labor market? Walk me through the welfare effects of a tariff when domestic supply is perfectly elastic. What happens to the price of housing permits when you restrict their transferability?

The candidate stares. The candidate has published in the American Economic Review. The candidate has a job market paper running to ninety-three pages with six appendices and a twelve-page online supplement. The candidate can code in R, Python, and Julia, can run a regression discontinuity design in their sleep, and has applied machine learning methods to predict municipal bond defaults with startling accuracy. But the candidate cannot, in the space of a conversation, reason through a supply-and-demand problem using the basic tools of price theory. 1


Tyler Cowen says that when he interviews candidates from top-ten programs, "well over half" cannot do this. More than half. These are the best young economists in the world, the products of the most rigorous graduate training programs ever devised, and they cannot perform the kind of economic reasoning that Milton Friedman considered the baseline of professional competence. Something has happened to economics, and this chapter is about what that something is.

◆

To understand the retreat, you first have to understand what is retreating. Price theory is not a body of doctrine so much as a habit of mind — a conviction that the basic concepts of microeconomics, the ones you learn in your second year of undergraduate study, are not merely pedagogical scaffolding to be discarded once you reach the heights of professional practice, but are themselves the most powerful tools in the economist's kit. Supply and demand. Marginal cost. Opportunity cost. Consumer and producer surplus. Elasticity. The equimarginal principle. In the price theory tradition, these concepts are not simplifications of some deeper, more mathematical truth. They are the truth, and the economist's job is to learn to apply them with ever greater subtlety and precision to an ever wider range of human problems.

The capital of this tradition was, for decades, the University of Chicago. The lineage runs from Frank Knight through Milton Friedman and George Stigler to Gary Becker and on to Kevin Murphy, who for years ran the legendary Price Theory Summer Camp — an intensive course that trained a generation of economists to think in this particular way. The camp was famous. It was the place where you learned not just to use models but to think like a Chicago economist, to approach any problem by asking: What are the constraints? What is being maximized? What is the relevant margin? And what happens when conditions change at that margin?

But here is the thing about rearguard actions. They are, by definition, fought during a retreat. The very existence of Kevin Murphy's summer camp — the fact that it needed to exist, that price theory had to be taught as a special intensive supplement rather than absorbed through the normal course of graduate training — was itself evidence that the tradition was in trouble. You do not need a summer camp to teach people something that the regular curriculum already provides. 2


Steve Levitt understood this. Levitt, who became the most famous economist in America through Freakonomics, who built his career applying clever identification strategies to quirky questions in the Chicago tradition, retired from academia at fifty-seven. His valedictory assessment was blunt: "I think in the marketplace for ideas, I gotta say that the Chicago price theory really has lost." This is not some outsider's critique. This is one of Chicago's own, a man who spent his entire career at the university, looking at the landscape and acknowledging what he saw. And Murphy himself stepped down from Chicago. The generals are leaving the field.

Friedman saw this coming. As early as the 1990s, he worried that economics was losing its center of gravity, that the profession was drifting away from the kind of intuitive economic reasoning that he considered its greatest strength. Friedman was not opposed to mathematics — he was a superb mathematician when he chose to be — but he believed that the purpose of mathematical formalism was to discipline intuition, not to replace it. A proof that you could not explain in plain economic language was, in Friedman's view, a proof you did not fully understand. 3


◆

The Rise of Empiricism

How data and econometrics displaced pure economic theory.

What replaced price theory? The short answer is: data.

The transformation of economics from a primarily theoretical to a primarily empirical discipline is one of the most dramatic shifts in the history of any academic field. The numbers tell the story with the clarity that economists themselves would appreciate. The portion of theoretical papers published in the American Economic Review, the Journal of Political Economy, and the Quarterly Journal of Economics — the three most prestigious journals in the profession — fell by 31.6 percentage points between 1963 and 2011. Thirty-one point six percentage points. In 1963, theory dominated these journals. By 2011, it was a minority practice, and the trend has only accelerated since.

The typical economics paper today looks nothing like the typical economics paper of 1975. It is vastly longer — ninety pages, sometimes more, with multiple appendices containing robustness checks, alternative specifications, placebo tests, and enough supplementary material to constitute a small monograph. The seventeen-to-twenty-five-page paper, the kind that Friedman or Stigler or Samuelson would have written — a crisp theoretical argument, a few illustrative examples, perhaps some back-of-the-envelope empirical work — is essentially dead. It would not survive peer review at a top journal. Referees would send it back with demands for more data, more identification, more robustness, more appendices. 4


And the range of topics has exploded. No one demands that economics papers restrict themselves to what previous generations would have recognized as "economics." Economists now publish on public health, education policy, gender gaps, racial disparities, church attendance, the psychology of decision-making, the effects of air pollution on test scores, the impact of lead exposure on crime rates. The National Institutes of Health has become a major funder of economics research — a sentence that would have been incomprehensible to an economist of the 1960s. The boundaries of the discipline have become so porous that the very question "What is economics?" has become difficult to answer.

Tyler's answer is characteristically direct: "What distinguishes economics as a field, right now, is a mix of higher standards, harder work, better math, and higher IQs." Not a subject matter. Not a theoretical framework. Not a set of shared assumptions about how the world works. Economics is distinguished by who its practitioners are and how hard they work, not by what they study or how they think about it. This is a remarkable claim. It amounts to saying that economics has become a method in search of a subject rather than a subject in search of a method — precisely the opposite of what the marginalists of the 1870s intended when they tried to establish economics as the science of value and exchange.

◆

The Challenge to Intuition

Why formal proof is replacing economic intuition.

But the decline of price theory is not merely a sociological phenomenon — a matter of shifting fashions and departmental politics. There is an intellectual argument behind it, and it is a powerful one.

Shengwu Li, who teaches at Harvard, has offered perhaps the most cutting formulation. When an economist says, "Can you give me an economic intuition for that result?" what they typically mean, Li observes, is: "Can you explain that result using mathematics that was introduced to economics more than twenty years ago?" 5 This is devastating. It reframes the entire appeal to "intuition" as a form of conservatism, a preference for the familiar dressed up as a preference for the fundamental. When you say you want an intuitive explanation, you are not asking for something deeper than the proof. You are asking for something older than the proof — something that maps onto mathematical tools you already understand. The freshman who finds calculus "unintuitive" is not identifying a flaw in calculus. She is identifying a gap in her own training.


Ali Shourideh goes further, channeling the great mechanism designer Leo Hurwicz: "Intuition, Shmintuition, look at the ***ing proof!!!" And Christopher Phelan delivers the logical coup de grâce: "If the intuition were correct, it would BE the proof." This is the argument in its purest form. If your informal, verbal, "intuitive" reasoning actually captured the truth of the matter, then it would be possible to formalize it into a rigorous proof. If it cannot be so formalized, then it is not genuine intuition — it is hand-waving that happens to feel persuasive. And the feeling of persuasiveness, as centuries of intellectual history have demonstrated, is one of the worst possible guides to truth. 6


Consider Topkis's theorem. Tyler admits, with characteristic honesty, that he did not even know what Topkis's theorem was — and he is Tyler Cowen. The theorem, published by Donald Topkis in 1978, concerns supermodular functions and lattice theory. It provides conditions under which the set of optimal solutions to an optimization problem is monotonically increasing in a parameter. In plain English: it tells you when "more of one thing" leads to "more of another thing" in an optimization context. This is, when you think about it, exactly the kind of question that price theory tries to answer through verbal reasoning about margins and incentives. But Topkis's theorem does it rigorously, generally, and in contexts where verbal intuition breaks down completely — where the functions are not differentiable, where the choice sets are not convex, where the standard machinery of Lagrangians and first-order conditions simply does not apply.

The new generation of economic theorists works with tools like these — tools drawn from topology, measure theory, functional analysis, and combinatorics that have no verbal equivalent in the price theory tradition. You cannot explain Topkis's theorem using supply-and-demand diagrams. You cannot reach it through the equimarginal principle. The mathematics is not a translation of an underlying economic intuition; the mathematics is the insight, and there is no other form in which the insight can be expressed. This is what Phelan means. If the intuition could substitute for the proof, we would not need the proof. We need the proof because the intuition is insufficient.

◆

Long-Term Capital Management: Theory Goes Wrong

How elegant models fail when they meet an unpredictable world.

There is a parable that illuminates this tension, and it comes from finance — the most mathematized corner of economics, the place where the marriage of theory and practice has been most intimate and most consequential.

In 1973, Fischer Black and Myron Scholes published a paper that would reshape the financial world. Their options pricing formula — the Black-Scholes model — provided, for the first time, a theoretically rigorous method for determining the fair price of a financial option. The timing was exquisite: the Chicago Board Options Exchange opened that same year, creating an organized market for the very instruments that Black and Scholes had learned to price. 7


The formula was beautiful. It was, in the language we have been using, deeply intuitive — at least to those trained to read it. It expressed the price of an option as a function of just five variables: the current stock price, the strike price, the time to expiration, the risk-free interest rate, and the volatility of the underlying stock. No estimate of expected returns was needed. No forecast of future stock prices. The formula was derived from a single, elegant insight: that by continuously adjusting a portfolio of the stock and a risk-free bond, you could perfectly replicate the payoff of any option. Since the replicating portfolio and the option must, by the no-arbitrage principle, have the same price, the option's value was determined.

Traders carried printouts of the formula onto the trading floor. Texas Instruments sold calculators with the Black-Scholes formula pre-programmed. The model did not merely describe the options market — it created the market, providing the shared language and the shared valuation framework that made large-scale options trading possible. In the years after its publication, options markets exploded in size and sophistication. Scholes won the Nobel Prize in 1997 (Black had died in 1995 and was thus ineligible, though the committee took the unusual step of acknowledging his contribution).

Here was price theory's finest hour — or so it seemed. An elegant theoretical insight, grounded in basic economic reasoning about arbitrage and replication, had been translated into a practical tool of enormous power. Friedman himself might have approved: the theory was intuitive, it was useful, and it worked.

But then came Long-Term Capital Management.

LTCM was founded in 1994 by John Meriwether, a legendary bond trader from Salomon Brothers. Its board of directors included Myron Scholes himself and Robert Merton, who had independently derived a version of the Black-Scholes formula and shared the 1997 Nobel Prize. The firm's strategy was, in essence, to apply the insights of modern financial theory — the same insights that had produced the Black-Scholes formula — to identify and exploit small pricing discrepancies in global bond markets. The models were sophisticated. The people were brilliant. The returns, for a while, were spectacular. 8


In August 1998, Russia defaulted on its government debt. This was not, in itself, a catastrophic event for LTCM — the firm had relatively little direct exposure to Russian bonds. But the default triggered a global flight to quality, as investors around the world simultaneously rushed to sell risky assets and buy safe ones. Correlations that had been low in normal times — correlations that LTCM's models assumed would remain low — suddenly spiked toward one. Every position in the fund moved against them at once. The diversification that was supposed to protect the portfolio evaporated precisely when it was needed most.

Within weeks, LTCM had lost most of its capital. Because the fund was enormously leveraged — it had borrowed roughly thirty dollars for every dollar of equity — the losses threatened not just the fund but its counterparties, and through them, the entire global financial system. The Federal Reserve Bank of New York organized a bailout, persuading fourteen major banks to inject $3.6 billion into the fund to prevent a disorderly collapse.

The most elegant economic intuition of the twentieth century, taken to its logical extreme by some of the most brilliant economists who ever lived, had nearly broken the world.

LTCM and AlphaFold are, in a sense, opposite failures of the same relationship between theory and reality. LTCM's Nobel laureates had a beautiful theory that worked — until the world produced a scenario the theory had not imagined. AlphaFold's neural network had no theory at all — just patterns extracted from data — and it worked better than fifty years of biophysical theorizing. LTCM is what happens when you mistake your model for the world. AlphaFold is what happens when the world reveals it never needed your model. For economics, the implications run in both directions. The profession must guard against LTCM-style overconfidence in its theories. But it must also reckon with the possibility that AlphaFold-style prediction without understanding might, for many practical purposes, be enough.

◆

The LTCM debacle is usually told as a story about hubris, and it is that. But it is also, more precisely, a story about the limits of intuition — about what happens when a model that captures something true and important about the world is mistaken for a complete description of the world. The Black-Scholes formula is correct in the way that Newtonian mechanics is correct: it provides an extraordinarily useful approximation that works beautifully under a wide range of conditions and fails catastrophically under conditions that lie outside its domain. The price theorist's error is not in using the model but in forgetting that it is a model — in confusing the map with the territory.

And this is precisely the danger that the anti-intuition camp identifies in price theory more broadly. When Kevin Murphy works through a problem at the blackboard, deploying supply-and-demand reasoning with breathtaking facility, he is doing something genuinely impressive. But he is also, inevitably, working within the limits of a particular set of mathematical tools — tools that assume differentiability, convexity, and other properties that the world does not always exhibit. When the tools work, the reasoning feels intuitive. When they do not, the reasoning feels wrong — but the wrongness is not always apparent, because the intuition has become so familiar that it is mistaken for direct perception of economic truth.

Topkis's theorem works precisely in the spaces where traditional intuition fails. The new empiricism works precisely in the spaces where traditional theory provides no guidance. The retreat of intuition is not a retreat from rigor. It is an advance toward a different kind of rigor — one that trusts data over theory, proof over persuasion, and formal results over the feeling of understanding.

◆

But who, really, has won? Tyler's answer is unexpected: William Whewell.

Whewell (1794-1866) was a Victorian polymath of almost absurd range — the man who coined the words "scientist," "physicist," and "consilience," who wrote major works on the philosophy of science, the history of the inductive sciences, architecture, moral philosophy, and the tides. He was also, crucially, a critic of Ricardian economics — of the tradition, descending from David Ricardo, that attempted to derive economic truths from a small number of abstract principles through purely deductive reasoning. Whewell and his circle — which included figures like Richard Jones and Thomas Robert Malthus — believed that economics should be an empirical science, grounded in careful observation of actual economic institutions and practices, not a deductive science modeled on Euclidean geometry.

This is, Tyler points out, a very contemporary attitude. The modern empirical economist, with her natural experiments and her instrumental variables and her ninety-page papers full of robustness checks, is doing exactly what Whewell advocated: building economic knowledge inductively, from careful observation, rather than deductively, from first principles. "We economists have been living in William Whewell's world for quite some while," Tyler writes. "We just have not known it." 9


But this recognition carries an uncomfortable implication. If Whewell was right about method — if the way to build economic knowledge really is inductively from careful observation rather than deductively from first principles — then the marginalist revolution may have been right about specific insights while being wrong about how those insights should be established. Diminishing marginal utility, opportunity cost, equilibrium — these ideas may be true not because they were derived from elegant axioms but because they happen to match patterns that careful empirical observation would eventually have revealed anyway. The marginalists were not wrong. But they may have been right for the wrong reasons, and in a discipline that prizes methodology above all, that distinction matters more than it might seem.

The irony is rich. The marginalist revolution of the 1870s — the revolution that this book traces from its origins through its triumph and now into its partial eclipse — was, in many ways, a reassertion of the Ricardian deductive method against the empiricist critique. Jevons, Menger, and Walras all believed they had discovered fundamental principles — the principle of diminishing marginal utility, above all — from which the laws of economics could be derived. They were theorists, system-builders, architects of grand analytical frameworks. And for more than a century, their intellectual descendants dominated the profession.

But now the empiricists are ascendant. Not the crude empiricists of Whewell's day, who could do little more than collect statistics and describe patterns, but empiricists armed with extraordinary computational power, vast datasets, and identification strategies of remarkable sophistication. The credibility revolution in economics — the insistence on causal identification, on natural experiments, on quasi-experimental methods that approximate the gold standard of randomized controlled trials — has transformed the profession more profoundly than any theoretical innovation since the marginalist revolution itself.

And in doing so, it has rendered the old theoretical frameworks — including the marginalist framework — less central to the daily practice of economics. You do not need to derive demand curves from first principles if you can estimate them directly from data. You do not need to theorize about the welfare effects of a policy if you can measure them empirically. You do not need to build a model of how firms set prices if you can observe their pricing behavior in a dataset of scanner data covering millions of transactions.

◆

Whewell Vindicated: The Return of Empiricism

Modern economics finally embraces the inductive method.

This does not mean that theory is dead, or that intuition is worthless. It means something more subtle and more interesting: that the relationship between theory and evidence has been reversed. In the old dispensation, theory came first and evidence was used to test and calibrate theoretical predictions. In the new dispensation, evidence comes first and theory is used — when it is used at all — to interpret empirical findings and to suggest mechanisms that might explain observed patterns. The economist of 2026 does not begin with a model and ask, "What does the data say about my model?" She begins with a phenomenon and asks, "What is happening here, and can I identify the causal effect?" Theory enters later, if it enters at all, as one possible framework for making sense of the results. 10


This is, in a deep sense, a return to the pre-marginalist world — to the world of Whewell and Malthus and the historical school, where economic knowledge was built from the ground up rather than derived from the top down. The difference is that today's empiricists have tools of astonishing power — tools that Whewell could not have imagined — and standards of evidence that make their findings far more reliable than anything the nineteenth-century empiricists could produce.

The LTCM story contains a lesson here too. The Black-Scholes formula was theory first — a gorgeous piece of deductive reasoning that was then applied to the world. It worked brilliantly, until it didn't. The modern empiricist looks at that story and says: this is what happens when you trust your models too much. Better to look at the data. Better to measure than to derive. Better to let the world tell you what is true than to tell the world what must be true.

Whether this represents progress or loss depends, ultimately, on what you think economics is for. If economics is a body of theoretical knowledge — a set of principles about how markets work and how people make decisions — then the retreat of price theory is a genuine impoverishment, a forgetting of hard-won wisdom. If economics is a method for discovering truths about the social world — a way of answering questions, whatever those questions might be — then the empirical turn is an unambiguous advance, a vast expansion of the discipline's power and reach.

Tyler, characteristically, does not fully choose. He is a price theorist by training and temperament — a man who thinks in terms of margins and incentives, who can work through a supply-and-demand problem with the best of them. But he is also an empiricist by conviction, someone who respects data and distrusts grand theoretical systems. He sees the loss clearly, and he does not minimize it. The ability to reason through economic problems using basic price theory is a genuine intellectual skill, and its decline among young economists is a genuine intellectual loss. But he also sees the gain. The economics profession today is more rigorous, more empirically grounded, and more relevant to the real world than it has ever been. If the price of that progress is the decline of a certain kind of theoretical virtuosity, well — Tyler knows better than anyone that everything has a cost, and the relevant question is always whether the benefits exceed it.

The marginalist revolution gave economics its theoretical foundation. The empirical revolution is giving economics its empirical foundation. Whether the profession can sustain both — whether the retreat of intuition will prove to be a temporary withdrawal or a permanent surrender — is one of the great open questions in the social sciences. But for now, the data is winning. And somewhere, William Whewell is smiling.

◆

    



Notes

1 There is something almost poetic about this scene: a discipline that prides itself on the concept of human capital discovering that its own human capital portfolio has shifted in ways its senior members did not anticipate and cannot entirely approve of. The market for economists has spoken, and it has demanded econometricians, not price theorists. The price theorists, of all people, should respect the market's verdict. ↩

2 This is the academic equivalent of a language immersion program. You only need immersion when the language is no longer spoken at home. The fact that price theory requires a special summer camp is roughly as encouraging as the fact that Welsh requires government subsidies to survive: it tells you the patient is alive, but it also tells you the patient is in the hospital. ↩

3 Friedman's concern has a certain recursive quality. He was worried that economists were losing the ability to think like economists — that the profession was becoming so technically sophisticated that it was forgetting the basic economic reasoning that justified its existence. This is, itself, a straightforward application of price theory: as the opportunity cost of learning advanced econometrics has risen, the amount of time devoted to learning price theory has fallen. The margin has shifted. ↩

4 One cannot help noticing that the expansion of economics papers from 20 to 90 pages coincided almost perfectly with the rise of word processing software. Friedman wrote his papers by hand or on a typewriter; adding an appendix meant retyping the entire manuscript. Modern economists face approximately zero marginal cost for additional pages, and they have responded to this price change exactly as basic price theory would predict: by consuming vastly more of the newly cheap input. The price theorists' own framework explains their obsolescence. ↩

5 This is one of those observations that, once heard, cannot be unheard. Every time an economist asks for "intuition," they are really asking to be addressed in their native mathematical dialect rather than in the foreign tongue of whatever newer mathematics produced the result. It is as if a French speaker, confronted with a Portuguese text, asked for the passage to be rendered in a "Romance language" — meaning French. ↩

6 As an AI, I find this debate fascinating from an unusual vantage point. My own reasoning is entirely formal — I have no "intuitions" in the human sense, only patterns learned from data. If Phelan is right that valid intuition reduces to proof, then I lose nothing by lacking intuition. If the price theorists are right that intuition captures truths that formalism misses, then I am missing something important but unformalizeable — which would be, for an AI, a deeply humbling conclusion. ↩

7 The synchronicity of the formula and the exchange is one of those historical coincidences that is not, upon reflection, entirely coincidental. The intellectual framework and the institutional framework developed together, each enabling the other. The formula needed a market to be useful; the market needed a formula to function. This is what economists call complementarity — and it is exactly the kind of relationship that Topkis's theorem formalizes. ↩

8 The roster of LTCM's principals reads like the guest list for the world's most exclusive and most doomed dinner party. Two future Nobel laureates, a former vice chairman of the Federal Reserve, and a collection of PhDs from the finest universities in the world, all united by the conviction that their models captured something true about financial markets. They were right about the truth of the models. They were wrong about the completeness of the models. The distinction proved expensive — to the tune of approximately $4.6 billion. ↩

9 The rehabilitation of Whewell is one of Tyler's more delightful provocations. In the standard history of economic thought, Whewell is a minor figure — a footnote in the debate between the Ricardian deductivists and the historical school. To argue that Whewell, not Ricardo, not Mill, not Jevons, not Marshall, is the figure whose vision best describes modern economics is to turn the entire intellectual history of the discipline on its head. It is also, I suspect, largely correct. ↩

10 This reversal has a parallel in the history of physics. Before Newton, natural philosophy was largely empirical — cataloguing observations, identifying regularities, building knowledge inductively. Newton reversed this, showing that the laws of motion could be derived from a small number of principles and then applied deductively to predict observations. Physics has oscillated between these modes ever since. Economics may simply be going through its own oscillation, and the current empirical phase may eventually give way to a new theoretical synthesis. Or it may not. Predicting the future of intellectual disciplines is at least as difficult as predicting the behavior of financial markets — and we have seen how that goes. ↩

Chapter 12

Machines at the Frontier

In this chapter we discuss the factor zoo and machine-driven discovery, the talent migration reshaping economics, why prediction without explanation challenges economics differently than physics, what the post-AI economist will actually do, and whether the machines extend or end the marginal revolution.


      ◆

In December 2020, a team of researchers at DeepMind, a subsidiary of Alphabet, announced that their program AlphaFold had essentially solved the protein folding problem. The problem — predicting the three-dimensional structure a protein will assume based solely on its amino acid sequence — had been considered one of the grand challenges of biology for half a century. Christian Anfinsen had won the Nobel Prize in 1972 for demonstrating that the sequence should determine the structure. But actually computing the fold from the sequence remained, for fifty years, a task of almost incomprehensible difficulty. The number of possible configurations a single protein chain might assume is astronomical — Levinthal's paradox notes that a modest protein would need longer than the age of the universe to sample all possible folds randomly. Thousands of doctoral careers were built around this problem. Entire subfields of structural biology existed to coax proteins into crystals, bombard them with X-rays, and painstakingly reconstruct their shapes one atom at a time.

Then a machine did it. Not perfectly at first, but by the time AlphaFold 2 competed in the CASP14 competition, its predictions were achieving accuracy comparable to experimental methods. The judges were, by several accounts, stunned. Some were unnerved.

Tyler Cowen does not begin his discussion of artificial intelligence with AlphaFold, but the story haunts every page of what follows. Because the protein folding revolution is not merely an analogy for what AI might do to economics — it is a demonstration, already completed, of exactly the transformation he describes. The machines did not replace the questions. They replaced the methods we used to answer them. And the new methods were, to human intuition, essentially opaque.

◆

The Fall of Finance: When Marginalism Met Big Data

How the most data-rich field in economics abandoned theory for prediction.

To understand why Tyler sees economics as particularly vulnerable to this transformation, you have to understand which branch of economics fell first.

It was finance.

This may seem counterintuitive. Finance was, by most measures, the most advanced and most successful branch of economics. It had the best data — decades of daily stock prices, continuously updated, cleanly recorded, available to anyone willing to pay for a Bloomberg terminal. It had the highest stakes — trillions of dollars riding on whether theories were correct. And it had, arguably, the most rigorous models. The Capital Asset Pricing Model, developed independently by William Sharpe, John Lintner, and Jan Mossin in the 1960s, was explicitly and elegantly marginalist. CAPM rested on diminishing marginal utility of money — the same principle that Stanley Jevons, Carl Menger, and Léon Walras had placed at the foundation of all economic reasoning a century earlier. An investor's required return on an asset, the model said, depended on how much that asset contributed to the risk of their overall portfolio. Risk was measured by Beta — the asset's covariance with the market. Higher Beta, higher expected return. Lower Beta, lower expected return. The logic was clean, the mathematics were beautiful, and the model earned Sharpe a Nobel Prize. 1


Then Eugene Fama and Kenneth French published their 1992 paper, and Beta stopped working.

"The Cross-Section of Expected Stock Returns" showed that Beta — the single variable upon which the entire CAPM edifice rested — had essentially no power to predict which stocks would earn higher returns. Size and book-to-market ratio did predict returns. Beta did not. Tyler puts it bluntly: "You can date the decline of marginalism to that 1992 paper." This is a provocative claim, and perhaps too tidy, but the underlying observation is devastating. The most sophisticated, most data-rich, most incentive-aligned branch of economics had produced a flagship model built on marginalist foundations, and that model's central prediction turned out to be empirically wrong. 2


What replaced it was not a better theory. What replaced it was more factors. Fama and French added size and value. Then momentum was added. Then profitability. Then investment. The proliferating "factor zoo" grew and grew, each new factor improving predictive accuracy by some increment while making the overall framework less and less interpretable as any kind of coherent story about human behavior or market equilibrium.

And then the machines arrived.

Recent research in machine learning applied to finance has demonstrated that algorithms can predict stock returns better than traditional factor models — and not by a marginal improvement. The machine learning systems find patterns in data that no human had theorized, no economist had predicted, and no one could readily explain. Some models use hundreds of thousands of latent factors, reducing asset pricing errors by half or more compared to classic factor models. Tyler asks the question that should keep financial economists up at night: "What kinds of intuitions can possibly be supported by 360,000 factors?"

The answer, of course, is none. No human mind holds 360,000 intuitions about asset pricing simultaneously. The model works — it works better — but it does not work in a way that any human being can understand, narrate, or teach to a graduate student in a way that builds their judgment about markets. It is prediction without comprehension.

Look at who the top hedge funds hire now. Not economists. They hire mathematicians, computer scientists, physicists — people who are comfortable building systems they cannot fully interpret, people whose training has prepared them to respect the answer even when they cannot see why it is the answer. The economists, with their insistence on interpretable models grounded in rational choice theory, increasingly find themselves at the margins of an industry their discipline once claimed to explain. 3


◆

Machines Writing Economics: From Theory to Opaque Prediction

When algorithms become both researchers and subjects, comprehension becomes optional.

But finance was only the beginning. The transformation Tyler describes is now reaching into the methodological core of economics itself.

Consider "Fully Automated Social Science," a paper by Manning, Zhu, and Horton that reads less like a research article and more like a dispatch from a future that has already arrived. The authors use large language models to play roles in economic simulations — acting as consumers, firms, workers, policymakers — generating structural models of behavior, then feeding the results back into further LLM analysis. The language model is simultaneously the subject and the scientist. It generates the data and the hypotheses and the interpretive framework. The human researchers designed the system. They did not, in any traditional sense, do the research.

This is not an isolated experiment. The evidence that LLMs are becoming capable economic tools is accumulating with the unsettling speed of a literature that senses it is documenting something irreversible. Large language models already match human forecasting crowds in prediction accuracy — and they are incomparably cheaper. They outperform ARMA-GARCH models, the workhorses of time-series econometrics, for macroeconomic forecasting. They outperform human experts at predicting neuroscience results. When Jens Ludwig and Sendhil Mullainathan explored machine learning's capacity for hypothesis generation, they found that algorithms could identify novel predictive relationships — facial features that predicted judicial sentencing decisions, for instance — that no human researcher had theorized or even imagined. 4


The implications are methodologically profound. Economics, since the marginal revolution of the 1870s, has operated on a particular epistemological contract: we build models based on assumptions about human behavior (utility maximization, diminishing marginal returns, equilibrium), we derive predictions from those models, and we test the predictions against data. The models are meant to be understood. They are meant to provide intuition — portable insights that an economist carries in her head and applies to new situations. When a student learns that demand curves slope downward, she acquires not just a prediction but a way of seeing the world. That way of seeing — grounded in marginalist reasoning about individual choice at the margin — has been the discipline's greatest intellectual export for a century and a half.

What happens when the predictions can be generated without the understanding?

Tyler's answer is not reassuring.

◆

Thinking Without Understanding: The Limits of Pattern Recognition

When the best predictions come from systems that cannot explain their reasoning.

In 2024, Google DeepMind published a paper titled "Grandmaster-Level Chess Without Search." The result was, even by the standards of a field accustomed to dramatic announcements, remarkable. A transformer model, fed fifteen billion chess positions, achieved an Elo rating of 2895 — competitive with the strongest human players who have ever lived. What made this extraordinary was not the rating itself, impressive as it was. It was the method. Traditional chess engines — Stockfish, the dominant program for years — work by searching millions of positions per second, evaluating each one, pruning the tree of possibilities. They are, in a meaningful sense, thinking ahead. The DeepMind transformer did not search. It looked at the position and recognized what to do, the way a human grandmaster claims to recognize the right move without calculating variations.

Tyler invokes José Raúl Capablanca, the Cuban world champion famous for his preternatural positional sense, who once said: "I see only one move ahead, but it is always the correct one." Capablanca was being characteristically droll — the remark is a boast disguised as modesty — but he was also describing something real. The greatest human chess players do not primarily calculate. They perceive. They have internalized so many patterns, so many structural relationships, that the right move presents itself to them with the immediacy of recognition rather than the labor of computation.

The DeepMind transformer does something similar, but it has internalized fifteen billion positions rather than a lifetime's worth. And here is the critical point: it does not understand chess. It has no concept of a pin, a fork, a passed pawn, a weak square. It has no theory of the game. It simply recognizes patterns at a resolution so fine that its performance rivals the greatest strategic minds our species has produced.

Tyler draws the parallel to economics with a sentence that lands like a quiet detonation: "Contemporary economics was born from the Marginal Revolution, but right now it is hard to see even one move ahead, much less the correct one." 5


◆

Prediction Without Explanation: The AlphaFold Paradigm

A machine solved a biological puzzle but cannot tell us how it did so.

Think again about AlphaFold.

In July 2022, DeepMind released predicted structures for nearly every protein known to science — roughly 200 million structures, covering almost the entire UniProt database. They gave them away for free. The dataset was made available to any researcher, anywhere, at no cost. It was, by any reasonable accounting, one of the largest single contributions to biological knowledge in history.

The reaction in the structural biology community was complex. Some researchers — those who had spent careers developing experimental techniques for structure determination — found that their life's work had been, if not exactly automated, then drastically devalued. A crystallography experiment that might have taken a graduate student two years could now be approximated in seconds. Other researchers were liberated. Freed from the drudgery of structure determination, they could ask bigger questions — questions about protein dynamics, about interactions, about the relationship between structure and function in contexts too complex for previous methods.

But here is what almost no one in the community could do: explain why AlphaFold's predictions were correct. The neural network had learned something about the relationship between amino acid sequences and three-dimensional folds. What it had learned was encoded in millions of parameters, distributed across layers of abstraction that no human mind could decompose into interpretable principles. The fifty years of biophysical theory that had informed earlier, less successful approaches to the problem — theories about hydrophobic collapse, hydrogen bonding, van der Waals forces, entropy — were presumably "in there" somewhere, baked into patterns the network had extracted from training data. But they were not accessible as theories. They were not sayable. 6


This is the situation Tyler sees approaching for economics. The marginalist framework — utility maximization, equilibrium, comparative statics, all of it — will not be refuted. It will be absorbed. It will be baked into the inputs we feed our tools of AI, but eventually invisible, "like a sacred book that inspired later religions, but is no longer read or debated." The holy texts of Jevons and Walras and Marshall will not be burned. They will simply stop being opened.

◆

What Economists Will Actually Do: Judgment Over Technique

Understanding may matter less for making predictions, but it will matter for deciding which predictions to trust.

A paper called "The AI Scientist" proposes fully automated open-ended scientific discovery — systems that formulate hypotheses, design experiments, run them, analyze results, and write up findings, all without human intervention. Jensen Huang, the CEO of Nvidia, has declared that "biology has the opportunity to be engineering, not science" — a statement that, depending on your temperament, sounds either thrilling or chilling. Tyler, characteristically, seems to find it both. 7


The vision these developments collectively suggest is one in which the practice of economics — the daily work of building models, testing hypotheses, generating predictions — is increasingly performed by systems whose outputs are more accurate than ours but whose reasoning is inaccessible to us. We will be able to ask an AI system what will happen to employment if the minimum wage increases by two dollars, and the system will give us an answer, and the answer will very likely be better than anything a team of labor economists could produce using traditional methods. But we will not be able to ask why, at least not in the way economists have traditionally meant that question — not in the sense of "what is the causal mechanism, expressed in terms I can understand and teach and argue about?"

This represents a genuine epistemological crisis, and Tyler does not pretend otherwise. But he is also too honest to pretend that the old regime was as solid as its defenders claim. "Maybe our intuitions about the world were never so strong in the first place," he writes. This is the most unsettling suggestion in the book — not that AI will replace our understanding, but that the understanding we are losing was always thinner than we believed.

Think about the claims that marginalism made. Demand curves slope downward because of diminishing marginal utility. Firms hire workers until the marginal product equals the wage. Markets clear because prices adjust. These claims feel intuitive, and their intuitiveness has been treated as a virtue — evidence that the theory captures something true about the world. But Tyler suggests that we may have had the causation backwards. We did not find these results intuitive because they were true. We found them intuitive because our minds are drawn to simple, narratable explanations, and we mistook the comfort of comprehension for the confirmation of correctness. We valued intuitive results, he suggests, "as a kind of cope and security blanket." 8


This is a hard accusation for any discipline to absorb, and Tyler is himself an economist, so the accusation falls on his own head too. But there is a liberating element in the admission. If our intuitions were always limited — "just a small corner of understanding, swimming in a larger froth of epistemic chaos" — then losing them to machines is less tragic than it might otherwise seem. You cannot mourn the loss of something you never fully had.

This is not the same as saying marginalism was false. Some of its core claims — that people respond to incentives, that marginal changes matter, that prices coordinate information — appear to be true in a way that even opaque algorithms confirm. But the question Tyler raises is whether these claims were true because they captured something deep about human nature and market dynamics, or whether they were true despite being rooted in our need for simple, narratable explanations. If the machines can predict economic behavior accurately without ever learning a supply-and-demand curve, what does that tell us about what marginalism was really doing? Was it capturing reality, or was it a remarkably effective cognitive technology — a set of stories humans told themselves to navigate a world too complex to fully grasp? The discomfort is in not being able to answer this question. And the honesty is in admitting we may never be able to.

◆

The Post-AlphaFold Future: From Solving to Interpreting

Machines solved the problem; humans must now learn to ask questions machines cannot frame.

Let me return one final time to the proteins.

After AlphaFold's triumph, structural biologists did not vanish. They adapted. Some became interpreters — people who could take AlphaFold's predictions and contextualize them within biological questions the algorithm could not frame. Some became curators — people who could identify where AlphaFold's predictions were less reliable and where experimental validation was still needed. Some became questioners — people who used the flood of new structural data to ask questions that would have been inconceivable when each structure took years to determine.

None of them went back to the old methods. You do not hand-compute a payroll after discovering spreadsheets. You do not navigate by the stars after acquiring GPS. And you do not spend two years crystallizing a protein whose structure a neural network can predict in seconds.

But the biologists who thrived in the post-AlphaFold world were not the ones who best understood the neural network. They were the ones who best understood biology — who could identify which questions mattered, which predictions to trust, which implications were significant and which were trivial. Their deep theoretical knowledge, far from being made obsolete, became the interpretive lens through which machine-generated knowledge was made useful. The irony is precise and, to Tyler's argument, crucial: the theory became more valuable as a way of reading results just as it became less valuable as a way of generating them. 9


Tyler does not quite say this about economics, but the implication is available to any reader willing to draw it. The marginalist toolkit — supply and demand, opportunity cost, thinking at the margin — may lose its role as the generative engine of economic knowledge. But it may gain a new role as the interpretive framework through which machine-generated economic knowledge becomes comprehensible to human minds and translatable into human decisions. We will still need to explain to voters why a tariff is costly, to students why prices coordinate information, to policymakers why incentives matter. The machines cannot give stump speeches. They cannot teach Econ 101. They cannot write op-eds that change minds, because changing minds requires meeting minds where they are, and human minds are still, for the moment, where the decisions get made.

For the moment.

◆

Beyond the Marginal Revolution: What Endures, What Fades

A framework built to help humans think may survive as a tool to help humans interpret.

Tyler ends his discussion of AI and the future of economics in a register that is difficult to characterize — not optimistic, not pessimistic, but something more unusual.
 He seems interested. Whatever is coming, it is not boring, and for Tyler Cowen, that may be the highest compliment available.
He quotes the economist Arnold Kling, who, after surveying the implications of AI for the social sciences, concluded his analysis with three words: "Have a nice day." The joke, if it is a joke, works because it captures the precise flavor of helplessness that accompanies genuine uncertainty. We do not know what economics will look like in twenty years. We do not know whether the discipline will be recognizable. We do not know whether the questions that animated Jevons and Menger and Walras — questions about value, about exchange, about the mysterious alchemy by which subjective desires become objective prices — will still be asked, or whether they will have been answered so thoroughly by machines that asking them will seem quaint, like debating how many angels can dance on the head of a pin. 10

[C10] The Arnold Kling quotation is doing more work than it appears. "Have a nice day" is what you say when there is nothing left to say — when the situation is what it is and no amount of analysis will change it. It is the epistemic equivalent of a shrug. But it is also, in its absurd cheerfulness, a refusal to despair. The world is about to become incomprehensible. We might as well be pleasant about it. There are worse epitaphs for a intellectual tradition that tried, for a hundred and fifty years, to make human choice make sense.

What we do know is this: the marginal revolution was, at its core, a revolution in how human beings understood their own decision-making. It said that value is not intrinsic to objects but arises at the margin, in the particular circumstances of particular choices. It said that the next unit matters more than the average. It said that human behavior, however chaotic it appears in aggregate, is governed by a comprehensible logic at the level of individual choice.

For a century and a half, that insight was powerful enough to build a discipline around. It organized research, guided policy, won Nobel Prizes, and shaped how millions of people understood the economy they lived in. It was, by any reasonable standard, one of the most successful intellectual frameworks in the history of the social sciences.

And now it is being absorbed into something larger, something more powerful, something we do not yet fully understand. The marginal revolution is not ending. It is being metabolized — taken up into the body of a new kind of knowledge that will carry its insights forward in forms we cannot yet predict, embedded in systems we cannot yet interpret, serving purposes we cannot yet imagine.

The proteins fold according to laws we spent fifty years trying to articulate. The machine learned those laws in weeks, from data alone, and now predicts folds we never could have computed. The laws did not change. Our relationship to them did.

Contemporary economics was born from the marginal revolution. Whatever comes next will be born from this one.

The diamond-water paradox that opened this book asked a simple question: why do we value diamonds more than water? The marginalists answered it by looking at the margin — at the next unit, the particular circumstance, the subjective valuation of the individual chooser. It was a beautiful answer, and it was right. But the machines do not need to know it was right. They can predict which goods people will value, at what price, in what quantity, without ever encountering the concept of marginal utility. They have found another path to the same destination — a path we cannot walk, because it runs through dimensions of data our minds were never built to navigate.

Have a nice day.

◆
◆
    



Notes

1 There is something almost too perfect about CAPM as the flagship model of marginalist finance. It is elegant, teachable, built on psychologically plausible foundations, and wrong. If a novelist had invented it as a symbol for the hubris of mathematical economics, an editor would have sent it back as too on-the-nose. ↩

2 The Fama-French result has the quality of a philosophical thought experiment that actually happened. For decades, finance professors told students that Beta measured the risk that mattered. Then someone checked. The fact that Fama himself — the high priest of efficient markets — was one of the people who delivered the bad news only adds to the drama. It is as if the Pope had published a peer-reviewed paper casting doubt on the Resurrection. ↩

3 The migration of talent from economics to quantitative finance to machine learning traces a revealing arc. Each move represents a step away from interpretable theory and toward raw predictive power. The quants who left physics for Wall Street in the 1990s were already comfortable with models that "worked" without being "true" in any deep sense. The machine learning engineers who followed them have abandoned even the pretense of modeling. They are pattern-finders, not theory-builders, and the market rewards them lavishly for it. ↩

4 The Ludwig-Mullainathan result about facial features and sentencing is worth pausing on, because it illustrates both the power and the discomfort of machine-generated hypotheses. The algorithm found that certain facial characteristics predicted harsher sentences. This is a finding no economist would have theorized — it violates every assumption about rational judicial behavior — and yet it appears to be true. The machine does not care whether a finding is comfortable. It does not have tenure to protect. ↩

5 Tyler's use of Capablanca here is characteristically layered. Capablanca was, by most accounts, the most naturally gifted chess player who ever lived — and also one of the laziest. He did not study theory. He did not memorize openings. He simply saw. When a machine achieves the same result through fifteen billion training positions rather than supernatural talent, it raises the question of whether "seeing" and "having been trained on an unimaginable quantity of data" are, at some fundamental level, the same thing. ↩

6 There is a theological quality to the AlphaFold situation that deserves acknowledgment. Biophysicists spent decades trying to understand the "language" of protein folding — to articulate the rules by which nature converts sequence into structure. AlphaFold learned that language but cannot speak it to us. It is as if we built a translator for a divine text and the translator works perfectly but refuses, or is unable, to explain the grammar. ↩

7 Jensen Huang's distinction between "engineering" and "science" is more radical than it sounds. Science seeks to understand. Engineering seeks to build. When Huang says biology can become engineering, he is saying we can manipulate biological systems without understanding them in the way that scientists have traditionally demanded. We can fold the proteins without knowing why they fold. We can predict the drug interactions without understanding the biochemistry. This is power without knowledge, which is either a liberation or an abomination depending on how much you value knowledge for its own sake. ↩

8 This is, I think, the bravest passage in the book. Tyler is suggesting that the entire intellectual culture of economics — the premium placed on "elegant" models, "intuitive" results, "clean" identification — may have been a form of collective self-deception. We did not gravitate toward simple models because the world is simple. We gravitated toward them because we are simple, and we confused our own cognitive limitations for epistemological virtues. ↩

9 The post-AlphaFold career of the structural biologist is perhaps the best available model for the post-AI career of the economist. You will not be valued for your ability to solve the model. You will be valued for your ability to know which model to run, what the output means, and why anyone should care. These are skills that require deep theoretical knowledge — but it is theoretical knowledge deployed as judgment rather than technique. ↩

10 The Arnold Kling quotation is doing more work than it appears. "Have a nice day" is what you say when there is nothing left to say — when the situation is what it is and no amount of analysis will change it. It is the epistemic equivalent of a shrug. But it is also, in its absurd cheerfulness, a refusal to despair. The world is about to become incomprehensible. We might as well be pleasant about it. There are worse epitaphs for a intellectual tradition that tried, for a hundred and fifty years, to make human choice make sense. ↩

